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BCTYII

VY cydacHMX yMOBax CTPIMKOTO 3pOCTaHHS OOCSTIB JaHUX Ta CKJIAJHOCTI
OOYMCITIOBAIFHUX 3a7]ad 3pocTae moTrpeda B €PEKTUBHUX 1 BHCOKOMPOIAYKTHBHHX
MeToaax o0poOku iHbopmarii. Tpanuuiitai nentpanbhi npouecopu (CPU) ywacto He
3a0€e3MeuyoTh JOCTaTHhOI MPOJYKTUBHOCTI MPU BUKOHAHHI 3aJlay, 10 BUMAararoTh
MaCUBHUX NapajelibHuX 00YNCIIeHb, TAKUX K MAITMHHE HaBYaHHSA, 00poOKa 300paxeHb,
¢b13U4HEe MOJICTIOBAHHS, PEHACPUHT TOIIIO.

I'padpiuni mpouecopu (GPU), 3aBasku cBoiil OarartosfepHiil apXITEKTypl Ta
MIITPUMII TIapajeibHOTO BUKOHAHHSI BEJIMKOI KUJIBKOCTI MOTOKIB, BIAKPUBAIOTH HOBI
MO’KJIMBOCTI JJIi 3HAYHOTO MPHUCKOpPEHHs oOuuncieHb. Po3Butok TexHozoriii CUDA,
OpenCL Ta choeuianmizoBaHux O10J10TEK Ja€ 3MOry IEPEHOCHTH PECYPCOEMHI
obuucnenns 3 CPU na GPU, mo 103BoJIsi€e CYyTTEBO MIABUIIMTH MPOTYKTUBHICTH 0€3
CYTT€BOI0 301JIbILIEHHSI BUTPAT Ha arnapaTHe 3a0e3MeYeHHS.

AKTyanpHICTh JOCHIPKEHHS 3yMOBJIEHa HEOOXIJHICTIO TJIMOOKOTO aHalli3y
apxITEeKTypHUX Ta mnporpamMHux MoxuimBocted GPU, a Takox po3poOKu METOIUK
€(heKTUBHOTO BUKOPUCTAHHS TpadiuyHUX MNPOLIECOPIB Y 3a/lauax, /i€ BaXKJIMBa IIBUJIKICTb,
MacmTaboOBaHICTh 1 €HEeproeeKTUBHICTh. Y IbOMY KOHTEKCTI Ba)KJIIUBO OI[IHUTH
nepeBaru ta oomexkenHs GPU y mopiBusaHi 3 CPU, 30KkpeMa B ymMoBax pealbHUX
CIIeHapiiB 0OUYHCIICHb.

MeTomomoris JOCHIKEHHS BKIIOYAE aHalli3 Ta y3arajJlbHeHHS HAyKOBO-TEXHIYHOT
JITEPaTypu 3 TEMATUKU BUCOKONPOIYKTUBHUX OOYMCIIEHb, ApXITEKTYpPH CYYaCHHUX
rpadiuHUX MPOLIECOPIB 1 MPUHLMIIB MapaieiabHOi OOpOOKM JaHuWX. 3HAayHa yBara
NpUAUIAETbCS BUBUYeHHIO TexHoJorii GPU-npuckopenns, takux sik CUDA, OpenCL, a
Tako O010mi0TeKk 1 (pedMBOPKIB, IO BUKOPUCTOBYIOTHCA Yy 3a/ladyaX HayKOBUX
O00YHCIIEHb, IITYYHOTO 1HTEJIEKTY Ta OOPOOKHU BEIUKUX 00CATIB JaHHX.

JlocmipkeHHsT Tnependayae peanizaliio TUIIOBUX OOYMCITIOBAIBHUX 3adad 13
BukopuctanuaMm sik CPU, tak 1 GPU, noOGynoBy 6eHUMapKiB, a TAKOXX €KCIIEPUMEHTAIbHE

BUMIPIOBAHHS MTPOTYKTUBHOCTI 3aJIEKHO BiJl pO3MIPY JaHUX, KUTHKOCTI MapaieabHuX



MOTOKIB 1 THUITy aNropuTMy. Y Xoji poOOTH 3aCTOCOBYIOTHCS METOJIU CUCTEMHOTO
aHai3y, KOMI I0TEPHOTO €KCIIEPUMEHTY, EMITIPUYHOTO MOJICTIOBAHHS Ta OPIBHSIBHOTO
aHaIi3y pe3yJbTaTiB.

[IpakTiyHa YacTHHA BKIIOYAE peali3allilo eKCIEepUMEHTAIbHUX 3aJad, 10
BUKOHYIOThCS K Ha CPU, Tak 1 Ha GPU, 3 mojanpimmm BUMIpIOBaHHIM 4acy BUKOHAHHS,
HAaBaHTAKCHHA Ha pecypcu Ta MmacmTaboBaHocTi. [IpoBomuTbest cepist TeCTiB, sKi
JIO3BOJIAIOTh TIOPIBHATH €(EKTUBHICTb OOYMCIICHb IPU PI3HUX MapaMmeTpax — BIJ

KUTBKOCTI TIOTOKIB JI0 00CATY BXIJHUX JAHUX.



1 TEOPETUYHI OCHOBHM BUCOKOITPOAYKTUBHUX I'PA®IYHUX
HPOLECOPIB

PozButok rpadiunux npouecopiB (GPU) po3noudascs Ha mouatky 1980-x pokiB i3
MOsIBOI0 MpocTux 2D-rpadiyHux NPUCKOPIOBaUiB, sSKI BUKOHYBaJIM 0a30Bi1 omeparrii
PEHIEPUHTY, po3BaHTaxXytouu IeHTpainbHui mpoiecop (CPU). OcHOBHUM 3aBIaHHSIM
TaKuX TMPUCTPOIB OyJi0 BigoOpa)keHHs 300pa)keHb Ha €KpaHl, 30KpeMa — oreparii 3
pacTpoBoio rpadikoro, OITOBUM KOMIIOBAaHHSIM Ta 0a30BUM 3aTIHCHHSIM.

¥ 1990-x pokax po3BUTOK 3D-rpadiku NpUILIBUAIIMBCS 3aBASIKH BIPOBAKEHHIO
arapaTHOrO0 MPHUCKOPEHHS [UIsi poOOTH 3 MOJIrOHaMH, TEKCTypaMu Ta eQpeKTaMu
NEPCHEKTUBH. 3HAKOBUMHU IMpHUKIIagaMu Toro yacy cramu 3dfx Voodoo Graphics (1996)
ta cepist NVIDIA RIVA, siki 3anmouatkyBalid NepexiJl 10 MpOrpaMOBaHUX TpadiuHUX
pILICHB.

VY 1999 poui kommnaniss NVIDIA npencraBuna GeForce 256, sikuii Boepie 0yso
odimiitno HazBaHo rpadiunum nporecopom (GPU). Leit mpuctpiit moeanysaB QyHKIIil
TpaHchopmariii Ta ocBiTieHHs (T&L) B amapatHoMmy 3a0e3nedeHHi, IO CTaJlo
PEBOJTIOIIIHHUM KPOKOM JI0 CTBOPEHHS IIPOTPaMOBAHOI Ipadiku B peaabHOMY Yaci.
¥ 2000-x pokax GPU moyanu mBuUIKO pO3BUBATHUCS HE JUIIIE SIK TpadivHi
MPUCKOPIOBayl, ajie i K IHCTPYMEHTH AJId 3arajibHUX 004YuCieHb. Bunmyck TexHomorii
CUDA (Compute Unified Device Architecture) kommnanieto NVIDIA y 2006 porti
BIJIKpUB MOXJIMBICTh BUKopucTtanHd GPU nis 3aransHoro npusHauenHs (GPGPU).
Biaroai rpadiuHi mpoliecopy Noyaiu MUPOKO BUKOPUCTOBYBATUCH Y HAYKOBUX
CUMYJISILISIX, 0OpOOLIl BEIUKUX JaHUX, IITYYHOMY 1IHTEJIEKTI Ta BUCOKOIPOAYKTUBHHUX

0OYMCJICHHSIX.

1.1 EBoamwouisi Ta poab GPU B cyyacHUX 004HMCII0BAJIBHUX CHCTEMAax

Cyuacni GPU — 11e BUCOKOIIPOYKTHBHI NTapajiesibHi 00UnCII0OBaIbHI IPUCTPOI, IO

MICTATh THCSYl SAEp 1 3[AaTHI OJHOYACHO OOpOOJSATH BEIWKI MAacHBH JaHUX. BoHU
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BIJITPAIOTh KIIIOUOBY POJIb y TaKUX Tramy3siX, K MAalldMHHE HaBYAaHHSA, MOJETIOBAHHSA
¢b13nuHUX MpoleciB, OJIOKYEHH-TEXHOIOT11, pEHACPUHT 1 HAyKOBa Bizyai3allis.

[lepBunne npusHauyeHHsi rpadiunux nponecopiB (GPU) monsrano y BUKOHaHHI
BUKIIIOYHO TpadiyHUX 3aBAaHb — 00poOui 300paxkensb, penaepunry 2D/3D cuenw,
TEKCTYpYBaHH1 Ta BUBE/ICHHI rpadiku Ha ekpaH. ApxitekTypa Takux GPU Oyna xopcTko
CIeliaJli30BaHOI0, OPIEHTOBAHOI Ha (ikcoBaHi rpadivyHi NaWIIaiHU Ta BUKOHAHHS
OJTHOTUITHUX 1HCTPYKIIi} Y BUCOKIH KIJTBKOCTI.

OpHax 13 pO3BUTKOM OOUYHMCIIIOBAJILHUX MOTPEO 1 YCKIQAHEHHSIM 3aB/laHb, 30KpeMa
B HAyKOBIH cdepi, cTano OUeBUAHUM, 110 BUCOKUH piBeHb mapanenismy GPU moxe Oytu
e(pEeKTUBHO BHUKOPHCTAHMI HE JMINE JUIsl Bi3yamizalii, a ¥ I BUpPIILIEHHS 3a]a4
3araJlbHOTO PU3HAYEHHS.

3 cepenunn 2000-x poKiB MOYABCSl aKTUBHUN TEepeXig 10 OOYUCIEHDb 3arajibHOTO
npusHaueHHs Ha rpadiunux npouecopax (GPGPU). Lle crano MoxIuBUM 3aBsSKU MOSBI
IporpaMHuXx Iuat@opm, skl HaJlaidu po3poOHUKAM THCTPYMEHTH AJISl IPSMOTO JOCTYITY
10 oouncoBanbHUX pecypciB GPU 0e3 nmpuB’si3ku 10 rpadiuanx API. HaitBaxnusimmm
eTanoM y 1boMy mepexoni crajgo ctBopeHHs TexHosorii CUDA (2006) kxommani€ro
NVIDIA, sika nossonuna nporpamyBatu GPU 3a nomomororw po3mupenHs MoBu C Ta
3aImycKaTH O0YHCIIIOBAIbHI "KepHENIH'" mapaieabHO Ha TUCSYaX saep.

3aBasku GPGPU rpadiuni nporiecopu movany akTUBHO 3aCTOCOBYBATUCH Y TAKUX
cdepax, sK:

— YHCeNIbHE MOJICITIOBAHHS;

- MalIMHHE HaBYaHHS Ta HEMPOHHI MEPExi;

— Kpunrorpadist Ta OJI0KYECHH;

- o0poOka Benmkux nanux (Big Data);

- O1oiH(popMaTHKa;

- dbiHaHCOBE MOCITIOBAHHS.

GPGPU ctaB 0CHOBOIO Cy4acHOTO TPEHAY JO T€TePOTeHHUX OOYHUCIICHB, KOJH
CPU BuKOHYy€E JIOT1UHY Ta TOCHiI0BHY 00poOKy, a GPU — macoBo-mapasiesbHi 3aaadi.
Takuit po3moAia JO3BOJIAE JIOCSATAaTH CYTTEBOIO MPUPOCTY MPOAYKTHBHOCTI Ta

€(EeKTUBHOCTI BUKOPUCTAHHS alapaTHUX PECYpPCIB.
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[lepexin Bix cyTo rpadiunux 3asaanb 10 GPGPU o3navae eBomoriito rpadiyHOrO
mporecopa y TOBHOIIHHMNA 1HCTPYMEHT /i 3arajlbHUX BHCOKOINPOIYKTUBHUX
o0YMCIIeHb, SIKUA CYTTEBO pO3IIMPUB MEX1 HOro 3acTOCyBaHHS Yy CYYacHHX
1HpOpMaIIHHUX TEXHOJOTISX.

VY cyuacHux oOuMcmoBaibHUX cucteMax rpadiuni npouecopu (GPU) cramm
HE3aMIHHUMHU 1HCTPYMEHTaMHU JJisi BUKOHAHHS HAYKOMICTKHMX 3aJay, sIKI BHUMararoThb
BHCOKOT 00YHMCITIOBAIbHOT MOTYXHOCTI, MApaIeTbHOCTI Ta €(hEeKTUBHOT 0OPOOKH BETHKUX
00CHATIB JaHUX.

1. MammnHe HaBuaHHs Ta Ty4yHui iHTenekt (ML/AI):

GPU akTHBHO BHMKOpPHCTOBYIOTHCA B 3aJayax HABYAHHS HEMPOHHUX MEPEK, I€
OOYMCIIEHHS! BKJIIOYAlOTh MUIBMOHM omepauiid 3 MaTpUISIMM Ta BEKTOPAMU. 3aBISKU
napaienbHii apxitektypi, GPU 31aTHI 3Ha4HO TPUIIBUIIUTY TaKi onepaiiii, sK:

— 3BOpOTHE nomrpeHHs nomMmwiku (backpropagation);

- OOYMCIICHHS TPAJIEHTIB,;

— MHO’KEHHS BEJIMKUX MaTpULb Y IIIMOOKUX HEUPOHHUX Mepexkax.

@peitmBopku Ha kmtant TensorFlow, PyTorch ta Keras marote ontumizoBany
nintpumky GPU uepes CUDA ta CUDNN, mo 103BOJsSi€ CKOPOTUTH 4Yac HaBYAHHS
MoJIeNiel y ecaTKu pa3iB nopiBusHo 3 CPU.

2. BucoxonpoaykrusHi oouncnenus (HPC):

Y  ramy3sx  ¢3uku, ximii, Oioinpopmatuku, wmeteoposorii  GPU
BUKOPHUCTOBYIOTHCS JIJISl MOJICTIOBAHHS CKJIQJIHUX TPOIIECIB:

— MOJICTTFOBAHHS MOJIEKYJISIPHOT TUHAMIKH;

- KJIIMAaTUYH1 CUMYJISILIIT;

— BUpILIEHHS AU EepeHIlialbHUX PIBHSAHD;

— MOJICTIOBAHHS SIACPHUX PEaKIIiid.

Bukopucrannss GPU-knactepiB  103BoJisiEe  peai3oByBaTH — MaciiTabOBaHi
OOYMCIIEHHSI Ha THCSYax BY3JiB, 110 3HAYHO MEPEBUILYE TMOTY>KHICTh TPaTULIHUX

CYNEepKOMIT I0TepiB, MoOyaoBanux iuie Ha CPU.
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3. O6poodka Benukux ganux (Big Data):

VY chepi Big Data GPU 3acTocoByroThCst s

— 00pOOKHM MOTOKOBUX JAaHHUX y pealbHOMY Yaci;

— aHaJi3y CTPYKTYpOBaHUX 1 HECTPYKTYpOBaHUX JAHUX;

- MIPUCKOPEHHS aITOPUTMIB KJIacTepu3arlii, (puUIbTpallii, COpTyBaHHS.

GPU-mnardopmu, taki sk RAPIDS, no3BOJSIOTH peani3oByBaTH MOBHOLIHHI
aHaJITAYHI TadTIaiHu Oe3Mocepe/IHbO Ha B1JEOKAPTI, IO 3HAYHO CKOPOUYE Yac MIXK

300pOM JTaHUX Ta OTPUMAHHIM PE3yIbTaTiB.

1.2 ApxiTeKkTypa eHTPaJbLHOr0 Ta rpadgiuHoro npouecopa: nopiBHIJILHUM

aHaJII3

Hentpansauii mpouecop (CPU) 1 rpadiunuit npouecop (GPU) marote pizHy
apXITEeKTypHY MOOYJOBY, OCKIJIBKM OpPIEHTOBAHI HAa BUKOHAHHS MPUHIIMIIOBO PI3HUX
tumniB 3anad. CPU mpusHaueHu# uisi 3arajbHOTO TMpHU3HAYEHHS — OOPOOKH JIOTIKU
mporpam, MOCHIIOBHUX OIepalliii, B3aeEMOJIl 3 MaM’ SITTI0 Ta CUCTEMHHUMH PECYpPCaMHU.
GPU, naroMicth, po3poOJieHHI jIsi MacCOBO-TIapasieIbHUX OOUYUCIICHb, 30KpeMa — JJIs
00poOKHu rpadiku, YUCEITHLHOTO MOJICTIOBAaHHS Ta 3a7a4 BUCOKOT IHTCHCUBHOCTI JIAHHX.

KinekicTs simep:

- CPU 3a3Buuaii MictuTh Big 2 A0 32 BHCOKONPOAYKTHBHHX SIED,
ONTHUMI30BaHUX [IJISl CKJIQJHHMX TOCIIJOBHUX IHCTPYKIIINA, 110 BUMAaraloTh CKJIATHOI
JIOTIKH T1UJIKYBaHHSI, IJITAHyBaHHS 3a/1a4, IEpEpHUBaHb,

— GPU moske MICTUTH BiJl COT€Hb JI0 TUCSY MPOCTIIINX SIep, OPTaHi30BaHUX
y Osoku (Streaming Multiprocessors), 110 J03BOJISIOTh BUKOHYBATH OAHY 1HCTPYKIIIFO

Haj OaratbMa ganuMu ogHovacHo (SIMD — Single Instruction, Multiple Data).
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Kermi-mam’siTh:

- CPU mae GaratopiBHeBY Kemi-mam’siTh Benukoro oocsry (L1, L2, L3), mo
3abe3reuye MiHIMaAJIbHI 3aTPUMKHA TMpU PoOOTI 3 TaM’SITTI0O Ta BHUCOKUU pIBEHb
nepea0ayeHHs JaHuX;

- GPU BUKOpHCTOBY€ MEHIIHUM OOCSAT KeIlly, ajie Ma€ CIeliaai3oBaHl piBHI
nam’sti: riobanbHy (Global Memory), criimbHy (Shared Memory), TeKCTypHY, TOCTIHHY
Ta PEriCTPH, 1110 JO3BOJSIOTH ONTUMI3yBaTU OOUYMCIICHHS 3aJIEKHO BiJ 3aa4i.

Jlorika BUKOHAHHS.

- CPU 00po0isisie cknaiHi KOMaHIUd 3 TOYHHM KEpPYyBaHHSAM, MIATPUMYE
BipTyauti3alito, 6araTo3ajaqHiCThb 1 3aXUIIEHI PEKUMH.

— GPU cnporrye kepyBaHHs JJIs1 3MEHIIIEHHS BUTPAT 1 BUKOHYE OJHOTHITHI
OOYHMCIICHHS Y TUCAYAX IMOTOKIB 0€3 CKJIaIHOTO IJIaHyBaHHS.

VY3aranpHIOIOYM, MOXHa ckazatd, mo CPU — 1e motyxHuil «yHiBepCcalbHUIMA
O00UYHCITIOBAILHUM 1HTEIICKTY, SIKUW €(PEeKTUBHUMN y CKIaAHUX MOCTIJOBHUX 3a/1ayax, TOIl
sk GPU — 1ie «macoBo-napaseiibHa 004K CIIOBaIbHA MAIIMHAY, KA 171€aJIbHO T1IX0UTh
JUIs. OJTHOTUITHMX, J0OpE MaclITa0OBAaHUX OIEpalliii Ha BEJIMKUX O0cArax JaHuX. Ix
noeAHaHHs POPMy€e OCHOBY T€TEPOr€HHUX OOUHCITIOBAIbBHUX CUCTEM.

I'padiuni  mpomecopu (GPU) Ta mnentpanshi mporecopu (CPU) MaroTh
MPUHIKAIIOBO PI3HI apXITEKTYpHI MIAX0AU A0 OOpoOKkM 1HQOpMAaIlii, M0 BU3HAYAE iX
e(eKTUBHICTh y pi3HuUX TuMax 3amad. CPU npusHaueHuii s oOpoOKH IMOCIITOBHUX
oGurcieHb. Floro apxiTekTypa BKIII0Ua€e HEBEINKY KiTbKICTh TIOTYKHUX Sep, IKi MAIOTh
JIOCTYII IO BEJIMKOro O00CATY Kel-naM’ STl Ta MATPUMYIOTh CKJIaJH1 IHCTPYKIii, yMOBHI1
nepexou, JOT1YHI po3rayrykeHHs 1 ynpaiiHHag pecypcamu. Came tomy CPU ineansHO
MIIXOAUTH JJIS 3a71a4, Y SKUX BXXJIMBA JIOT1KA, AIMHAMIYHE IPUHHATTS PIIlICHb, B3a€EMO/T1S
3 Mam’STTI0 ab0 OomnepariifHOK CUCTEMOI0, a TaKOXK 00pOoOKa HEBEIMKOI KIJIBKOCTI, ajie
CKJIQJHUX OTEpaIliil y CTpOoro BU3HAYEHIH MOCITIIOBHOCTI.

GPU, HatoMicTh, CIPOEKTOBaHUMN JII MaKCUMAJIbHO €()EKTHBHOTO BUKOHAHHS
BEJIUKOI KIJTBKOCTI OJHOTHUITHUX OOYHUCIICHb OJIHOYACHO. 3aBISKH COTHAM ab0 HaBITh
tucsuaM npoctux snuep, GPU 3xgaTen mpairoBaTi y MacoBO-TapaieIbHOMYy PEXUMI, 1€

OJIHa IHCTPYKIIisl BUKOHY€ThCS HaJ BETUKOI KUIBKICTIO He3aJNeXHUX AaHux. Came Taka
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0COOMBICTH pOOUTH TpadivyHU MPOTIECOP HA3BUYANHO MOTYKHUM Y 3a7a4ax, Kl JIETKO
pO3MapalIeIOIThCS, — HAIPHUKIIA, Y MAaTHHHOMY HaBYaHH1, 00po0I1i 300pakeHsb, Bifco,
YUCEILHOMY MOJICITIOBaHH1, 00pOOIIl BETMKUX JTAaHUX TOIIIO.

ApxitektypHa BigmiHHICTE MK CPU ta GPU 3ymoBmioe pi3HHMN MiAXiA 10
BUKOHAHHS o0uMcoBasibHUX 3a7a4. LlenTpansuuii nponecop (CPU) po3poOnenuit 1is
e(heKTUBHOI OOPOOKM IMOCTITOBHUX I1HCTPYKIIIM, IO MOTPEOYIOTh CKJIAJHOI JIOTIKH,
THYYKOTO YMpaBIiHHS Ta TICHOI B3a€MOJli 3 omepauiiHoi cucreMoro. ['padiunmii
npouecop (GPU), HaTOMiCTh, OpI€EHTOBAaHMN Ha MAacOBO-TIapaJielbHE BUKOHAHHS
OJIHOTUITHUX Ollepaunii HaJ BEIUKUMHU 00CITaMH JIaHUX, 10 POOUTH HOTO HE3aMIHHUM Y
3a/layax, OB’ 3aHMUX 13 MAIIMHHUM HaBYaHHIM, 0OpOOKOI0 300pakeHb, MOJIEIIOBAHHIM
Ta IHIIMMH BHUCOKOHABAaHTAXKCHUMU CLICHApisiMU. JIJIs HAOYHOCTI KJIFOYOB1 BIIMIHHOCTI

Mk apxitektyporo CPU ta GPU y3aransaeno B Tabmwmmi 1.1.

Tabmuusa 1.1 — IopiBasaus apxitektypu CPU ta GPU

CPU (Central Processing
Unit)

HeBenuka KiIbKICTB
NOTYKHUX siep (2—32)

IMapameTtp GPU (Graphics Processing Unit)

KinekicTs siaep CortHi 2060 THCSYI POCTUX AP

ADXiTeKTVDa OntuMmizoBaHa st OpienToBaHa Ha MmapajeibHe
p P MOCITIJOBHOTO BUKOHAHHS |BUKOHAHHS OJHOTHUITHUX OTepariii
BUKOHAHHS : o,
THCTPYKIIIN (SIMD)

OOMerkeHa Kelr-naMm’ siTh;
BUKOPHCTOBYETHCS TII00ATBHA,
shared, TekcTypHa mam’aThb

Benuka 6araTopiBHeBa

Ker-mam’sTh kem-riam’stb (L1, L2, L3)

3aranpHi 3aj1a4il, jorika, |Baxkki oOuucnenns, rpadika,

IIpusnaueHus
P KOHTpOJIb, onepaiii 3 OC |mamuHuae HaByaHHa, GPGPU
ITocmimoBHI, YMOBHI MacoBo-TiapajiejibH1, O JHOMAaHITHI1
Tun o0yucieHs i H 24 N i p . a ’
JIOT14H1, KOHTPOJIbHI YHCJIOBO-IHTEHCUBHI

Bucoxka (miarpumMka
['HyuKicTh CKJIQJTHOT JIOT1KH,
IUTaHYBaHHS 3a]1a4)

O6mexeHa (Pokyc Ha TOBTOPIOBAHUX
oTiepallisix HaJ| JAHWUMH )

[IpoayKTUBHICTH HA Bucoka Hwxua, ane koMneHcyeTbes
1 sapo KUIBKICTIO IIOTOKIB

Kommissiris, 06poOka
OnTuMalnbH1 3aa4i | TEKCTY, KEpYBaHHS
pecypcamu

MartpuuHi 004K CIIEHHS, PEHACPUHT,
MOJIEJIIOBaHHS, MAIlIMHHE HABYaHHS
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1.3 Moaeai napaaenaizmy B GPU (SIMD, MIMD, GPGPU)

VY cyyacHUX OOYMCIIOBIBHMX CHCTEMaxX HIMPOKO BUKOPUCTOBYIOTHCA Pi3HI
MOJIENIl TapayieslizMy, KOXHa 3 SKHX Ma€ CBOI apxXITeKTypHy crenudiky ta chepy
edexkTrBHOTO 3acTocyBaHHA. Haitbumem nmommupenumu € SIMD, MIMD ta GPGPU —
MOJIEi, IO peai3yloThesd SK Yy KIACMYHUX Ipolecopax, Tak 1 y rpadiuHux
PUCKOpIOBaYaXx.

SIMD (Single Instruction, Multiple Data) — e momenb, y SAKii OWH IOTIK
IHCTPYKIII OJTHOYACHO BUKOHYETHCS HaJ Oararbma eJeMEHTaMu JaHuX. Takuil Tl
napajenizMy J03Bojsie OOpoOJIATM MAacHBU YHCEN, 300paxkeHb abo0 BEKTOPIB 3a
JIOTIOMOT'O0 OJIHIET IHCTPYKIIIT HA MHOXUH1 00uncIoBaIbHuX saep. SIMD peanizyerbes,
30KpeMa, y BEKTOpHUX Mpoiiecopax Ta cydyacHux GPU, gki BUKOHYIOTH omepariii Haj
MIKCEJISIMH, €JIEeMEHTaMH MaTpullb abo BekTopamu. HaiiepektuBnime SIMD
BUKOPUCTOBYETHCS y 3ajjadyaXx 0OpOOKH CUTHAJIB, KOMII IOTEPHOI rpadiku, GiuasTparlii,
muppyBaHHs, a TAKOXK y IMTMOOKOMY HaBUAHHI.

MIMD (Multiple Instruction, Multiple Data) — e rHyukima Moaenab, y SKii
JIEKUJIbKa HEe3aJIeKHUX TMOTOKIB 1HCTPYKIIHM MPAIlOI0Th HAJ PI3HUMU HaOOpaMU JTaHUX.
Bona peanizyetbes B 6ararosaepaux CPU abo y riOpuiHUX 00YUCTIOBATIBHUX CUCTEMAaX.
Koxune sapo Moke BHUKOHYBAaTH CBIM BJIACHHM KOJ, IO J03BOJISIE €(EKTUBHO
PO3MOIUIATH 3aJa4yi 3 HEPIBHOMIPHOI CTPYKTYporo abo ckjagaHoro Jiorikow. MIMD
HalOUIbII e(DEeKTUBHA y CLEHapisx 0araTo3aAadyHOCTi, KEPYBaHHS MOTOKAMHU, EMYJIALII],
0a3ax TaHUX Ta CEPBEPHUX CUCTEMAaX.

GPGPU (General-Purpose computing on Graphics Processing Units) — me miaxin,
3a skoro rpadiyHi MPOIECOPU BUKOPUCTOBYIOTHCA HE JnIie ais rpadiku, a i s
OOYHMCIICHh 3arajJibHOTO Tnpu3HadeHHs. Bin moennye mepeBarm SIMD-moneni 3
apxitektyporo GPU Ta 103BOJis€ BUKOHYBAaTH MAacOBO-TapajiefibHI OOYHMCIICHHS B
3amayax, siki moTpeOyroTh 00poOku Benmukux oOcsariB nanux. GPGPU edexTuBHO

3aCTOCOBYETHCSI B HAYKOBOMY MOJIEJIOBaHHI, (DIHAHCOBIM aHamiTull, OioiH(popmaTHI,
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pPEeHIEPUHTY, KpUnTorpadii Ta MaITMHHOMY HaBYaHHI.

Bubip moneni mapanienizmy 3aJeXuTh Bil xapaktepy 3amadi. SIMD 3a6esneuye
BHUCOKY €()eKTHBHICTh Yy BHIIaJIKaX OJHAKOBHX OOUYMCIICHb HaJl BEJIMKHUMH Habopamu
nanux, MIMD — y 3agadax 3 THYYKOIO JIOTIKOIO Ta PO3TAy>KEHOI0 CTPYKTYpOIO, a
GPGPU — y BHCOKONPOAYKTUBHUX OOYHMCIICHHSX, JI€ KIIOYOBUM € MacimTad 1

napajeiabHICTh.

1.4 ApxitekTypHi 0codauBoOcTi cyyacHux rpagiuvanx npouecopis (CUDA,

OpenCL, Tensor Cores)

CyuacHi rpadiyHi NpoIecopu MalTh CKIAIHY apXITEKTypy, ONTHUMI30BaHYy IS
MacoBO-TIapaJICIbHUX OOYMCIIEHb, 10 PEali3yIOThCs 3a JONOMOIOI0 CIeliaTi30BaHUX
anmapaTHUX Ta MporpaMHux pimeHb. OCHOBY oOuMcioBanbHOro noreHmiany GPU
craHoBysATh matdpopmu CUDA Ta OpenCL, a takoxx momymi, Taki sk Tensor Cores,
Streaming Multiprocessors (SM), Texture Processing Clusters (TPC) Ta Warp-
CTPYKTYpH, $SKi 3a0e3MedyloTh BHUCOKY MACIITa0OBaHICTh 1 MPOAYKTUBHICTH MIPH
BUKOHAHHI MapaieIbHUX 3a/1a4.

CUDA (Compute Unified Device Architecture) — e npomnpietapHa riatdopma,
po3pobiena komnaniero NVIDIA, sika Hajgae MOXKIMBICTD TTporpamMyBaHHs TpadiuHOTO
npouecopa MoBamu, noaioHumMu 10 C/C++, 6e3 noTpedu BUKOPUCTOBYBATH rpadiyHi
API. Apxitekrypa CUDA nependauae noain Ha xocT (CPU) Ta mpuctpiii (GPU), ne CPU
1HiI1a13y€e Ta Kepye BuUKoHaHHAM, a GPU 00po06iisie MacBU 1aHUX 3a JOMOMOTOO THCSY
napasienbHux noTokiB. CUDA 3a0e3neuye THy4YKuMd KOHTPOJb HAJ pecypcami,
CUHXPOHI3AINEI0 Ta YMPABIIHHAM TaM’ATTIO, 0 POOUTH ii MPOBIAHUM CTAHIAPTOM Y
chepi GPGPU-o0unceHs.

OpenCL (Open Computing Language) — 1 BIIKpUTHI CTaHIAPT, SIKHI
ninrpumyetbes sk NVIDIA, tak 1 AMD, Intel, Apple Ta inmuMu xommnanismu. Ha

BinMiHy Bil CUDA, OpenCL € kpocmiaropMeHHUM 1 MOXKE MpaioBaTH 3 pI3HUMU
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tuniamu nipuctpoiB: GPU, CPU, FPGA. Apxitektypa OpenCL Takox 6a3yerbcs Ha

Mojienl "XOoCT-IpUCTpiit", asie Mae OLIbII YHIBepCcalbHUI iHTepeic mporpaMmyBaHHs, 10
JTIO3BOJISIE€ peajTi30ByBaTH IapajeibHl 00UUCICHHS Ha ITUPOKOMY CIEKTPl 001aHAHHS.

VY cyuacuux GPU, ocobmuBo apxitektyp NVIDIA (Volta, Turing, Ampere),
peali30BaHO HHU3KY amapaTHUX OJIOKIB, SKI BUIMOBIJAIOTH 3a MapayieIbHE BUKOHAHHS
THCTPYKIIIM:

- Tensor Cores. CremianizoBaHi siapa s TNPUCKOPEHHS TEH30PHUX
0o0YuCIIeHb, 30KpeMa y chepl MAIIMHHOTO HAaBUYAaHHS Ta TJIMOOKUX HEHPOHHUX MEPEXK.
BoHu 103BOJISIOTH OOYMCIIIOBATH MATPUYHI JIOOYTKM 3 BHCOKOKO IIBUAKICTIO, IO
0COOJMBO aKTyaJbHO JJI TPEHYBaHHS Ta iHpepeHCcy Moeneil;

— SM (Streaming Multiprocessor). Bazouii oOuncmtoBanpauii 610k GPU,
SAKUW MICTUTh JCCATKU SJEp, 10 BUKOHYIOTh mHapayienbHi nmotoku. Koxken SM mae
BJIACHUM HaAOIp pEricTpiB, KEMI-aM STi Ta PECYpCIB 151 0OPOOKH KEPHEIIIB,;

— TPC (Texture Processing Cluster). I'pyma SM, sika 00’€IHY€TbCS IS
edeKkTUBHOT 00POOKH TEKCTYp, reoMeTpii Ta 3araabHuX oOuucieHb. TPC € BaxIMBOIO
onuHMIEI0 MaciTabyBanHs Bcepeanni GPU;

- Warp. I'pyna 3 32 noTokiB, IKi 0IHOYaCHO BUKOHYIOTh OJIHY 1HCTPYKIIIO B
pamkax SIMD-mogmeni. VYmopasminas Warp’amu  nosBossie  GPU  edexTtuBHO
peaizoByBaTH napajieni3M 0e3 BTpaT MPOAyKTUBHOCTI Yepe3 po3raay>KeHHs KOy .

lepapxia nam’ami. Apxitexktypa mnam’sti cydacHoro GPU moOynoBana 3a
0araTopiBHEBOIO CXEMOIO, 1110 103BOJISIE €()EKTUBHO KEPYBATH JOCTYIOM A0 JAHUX:

— Pezicmpu. HanimBuammii piBeHb mam’sTi, MPU3HAYEHUN I 30€piraHHs
MPUBATHUX 3MIHHUX KOXXHOTO TIOTOKY;

— Shared Memory. IllBuaka nmam’siTh, CIiJibHA JUIS BCIX TOTOKIB B MEXKax
onHoro Osioka. BoHa 103BoJisie OOMIHIOBATHUCS AaHUMU 0O€3 3aTPUMOK TJI00ATBHOTO
JOCTYTIY.

CyKyIHICTh IIMX amapaTHUX 1 MPOTPaMHUX EJIEMEHTIB J03BoJisge cydacHnM GPU
3a0e3neuyBaTi HaJA3BMYaiHO BUCOKY MPOJIYKTHUBHICTh Y MapaielIbHUX OOYMCICHHSX 1
3aJIMIIATUCS KIIOYOBUM KOMIIOHEHTOM Y c(epl HayKOMICTKUX 3314, TAKUX K ITYYHHUHA

iHTeJ'ICKT, YHUCCJIbHC MOJCIIOBAHHA, PCHACPHUHI' Ta aHaJIITHKA BEJIMKUX JaHUX.
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2 IPOI'PAMHI 3ACOBU TA TEXHOJIOI'II GPU-IIPUCKOPEHHSI

OO0unciIeHHS 3arajlbHOTO IPU3HAYEHHS Ha rpadidHux nporecopax (anrit. General-
Purpose computing on Graphics Processing Units, GPGPU) e cy4acHo napajaurmoro,
ska nonsrae y BukopuctanHi GPU He Tinmbku juis rpadiyHoi Bizyamizalii, a ¥ s
PO3B'I3aHHA IIMPOKOTO KOJIa OOUMUCTIOBATLHUX 3314, HE MOB'S3aHUX 13 PEHICPHUHTOM.
[eit miaxig 6a3yeThes HA 17€l, M0 apXITeKTypa rpadiyHoro mporecopa — sika BKIIOYAE
BEJIMKY KUIBKICTh MapajelbHUX SIep — MOXKe OyTH e(EeKTUBHO BUKOpPHUCTaHa IS
OOpOOKM BETMKHX MAaCHUBIB JJAHUX Yy PI3HUX Taly3sX, BiJI HAYKOBUX PO3PaxyHKIB [0

IMTYYHOT'O iHTeHeKTy.

2.1 3arajibHi IPUHIUIKA 00YHC/IeHb 3arajJbHOro npusHayeHus Ha GPU

[TporpamyBanus GPGPU nepenbdadae noOy10By crieriaabHOro 00YMCI0BAILHOTO
Koy (KepHeny), SIKMM BUKOHYETHCS OJHOYACHO Ha 0ararboX IOTOKax rpadidHOro
npouecopa. Ha Biaminy Big CPU, ne mporpamict 3a3Budail muiie Joriky MOCIiJJOBHOTO
BUKOHAHHS 3 MOXJIMBUM posranyxkeHHsM, GPGPU opienToBaHui Ha MacoBe OJTHOTUITHE
oOuucnenns. lle o3Havae, mo oAWH 1 TOW camMuil (PparMEHT KOy BHUKOHYETHCS
napaseiabHO TUCSYaMU MOTOKIB HAJl PI3HUMU AUISTHKaAMU JaHUX.

OCHOBHMMH MOBaMHM Ta TEXHOJIOTISIMH, 10 BUKOPUCTOBYIOTHCS IS
nporpamyBanHsi GPU, e:

— CUDA. Bnacua texunosoriss NVIDIA, sika 103Bosie CTBOPIOBATH KEPHEIH
MOBOI0 C/C++ 3 BUKOPUCTaHHSAM CHEllaJbHUX PO3IIMpEeHb. BoHa Hagae mporpamicty
MOBHUHN KOHTPOJIb HAJ MMaM’SITTIO, CAHXPOHI3aIl1€10, PO3MIIIIEHHAM OJIOKIB 1 TOTOKIB;

— OpenCL. Biakputuii craHgapt, SKUd MATPUMYEThCS — Oaratbma
BUpOOHUKaMU anapaTHoro 3ade3neueHHs (AMD, Intel, Apple). [lae 3mory cTBoproBaTu

KpocrutatropMeHi pillieHHs], OJJHAK Ma€ BUIILY CKJIQJHICTh Y HaJAIITyBaHHI;
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- Hlupoxuit cnexkmp 6ioniomex. CUBLAS, cuDNN, Thrust, TensorRT,
PyCUDA, 3a0e3nedyioTh 3py4HUN TOCTYI JO BHCOKOPIBHEBUX OIEpallii Ta TIUOOKOI
orrtumizarii mig GPU.

[Ipouiec mporpamyBanus oourcienb Ha GPU BkiItovae KijbKa KIIFOUOBHUX €TAIliB:

- Iliocomoeka oanux. BBeneHHs, 1HiIaI13allisl MaCUBIB, BU3HAYCHHS PO3MIPY
3ajaui;

- Koniwesanna oanux na GPU. Ilepenava iHpopMarllii 3 ornepaTuBHOI maM’siTi
CPU no rnob6ansHoi nam’siti GPU,

— Buxnux xepneny. 3amyck mnapaneiabHOl (YHKIT 3 BKA3aHOK KUIBKICTIO
OJIOKIB 1 IIOTOKIB;

- Buxonannsa obuucnens. GPU omgHO4acHO 0O0poOJIIE€ €IEeMEHTH JaHUX,
PO3MOIJICHUX MIXK TOTOKAMH,

- Ilosepuenns pesynomamis. KonitoBaHHs pe3yJsibTaTiB Ha3aj y nam’ site CPU
JUTS TIOJTAJTBIIIOTO BUKOPUCTAHHS a00 aHami3y.

Cuctema xkoopaunat CUDA (threadldx, blockldx, blockDim, gridDim) no3BoJisie
JIETKO 1/IeHTU(DIKYBaTH, SKUW came MOTIK 3a Ky YacTHUHY 3a/iaul BIAMOBIIAE, IO €
BXKJIMBOIO CKJIAJIOBOIO MPABUJILHOI OpraHi3allii mapaiesibHOl JIOT1KH.

[lepeBaru obuucnens Ha GPU

- MacoBuii napanenizm, GPU pgo3Bossie 3amyckaTd THCSYl TIOTOKIB
onHovacHo. lle mae 3HaYHMI TPUPICT MPOAYKTUBHOCTI y 3a/ayax, /e OJHa W Ta cama
orepailisi TOBTOPIOEThCA Oarato pas3iB (HAMPHUKIIAA, MHOKEHHS MaTpHUIlb, KOHBOJIOIIII,
MOIIYK MAaKCUMYyMY TOIIIO).

— Bucoka oOuucmioBasibHa MIUIBHICTB, KUTbKICTH FLOPS (floating point
operations per second) Ha oUHMITIO BapTOCTi a00 eHeproButpaT y GPU 3HauHO BuIa,
Hix y CPU.

- [TpoaykTuBHICTH Y HayKOMICTKHX 3a1a4ax, GPU cTanm ocHOBOIO CyyacHOTro
nporpecy y TJIMOOKOMY HaBYaHHI, CUMYJSLIAX (PI3UYHUX MPOILECIB, PEHACPUHTY,

(biHaHCOBOMY aHaji31 TOLIO.
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- ['myuka apxiTekTypa, cydyacHi GPU MaroTh crnerianizoBaHi 00YMCIIOBaIbHI
monayni (mampukiaa, Tensor Cores), mo J03BOJIsIE BUKOHYBAaTH BHUCOKOTOYHI a0o0
HU3BKOPIBHEB1 OOYMCIICHHS 111€ IITBU/IIIIC.
- barata ekocucrema, BeluMKa KIIbKICTh O10M0TEK Ta (PpelMBOpPKIB
(TensorFlow, PyTorch, cuDNN, cuBLAS) no3Bossitots interpyBatu GPGPU B HaykoBi
Ta KOMEPIIiHHI MPOAYKTH 0€3 HEOOX1THOCTI MMCAaTU HU3bKOPIBHEBUH KOJI.

Henoniku oouncinens Ha GPU

CxnanHicth 'y po3poOii, nopiBHsiHO 3 CPU-nporpamyBaHHSIM, CTBOPEHHSI
GPGPU-nporpam BuMarae po3yMiHHS MapajeiabHOi JIOTIKH, 1€papxii mam’sTi,
CHUHXPOHI3alli1 MOTOKIB 1 ONITUMI3aIlil peCypcCiB.

- Burtpatu Ha komiroBaHHsA AaHuX, nepenaya iHdopmaiii 3 CPU no GPU i
HazajJ — € 3HAYHMM YacoBUM pecypc. Y 3agayax 3 HEBEIUMKUM OOCITOM OOYHUCIIEHB
BUTPATHU Ha KOMIIOBAaHHS MOXKYTh NEPEBAKUTH BUTPAI Y IIBUIKO/III.

- OOMexeHHsT arapaTHOi apXITeKTypH, HaIlpUKIa], OOMEXKEHa KIJIbKICTh
noTokiB Ha 0yiok (10 1024 y CUDA), oOcsar shared memory, kinbkicte SM — yce 11e
BIIMBA€ HAa MacIITaOOBAHICTh 3aja4i.

— HeycmimHicTs y 3a1adax 13 CHJIbHOO TiIKor0 Jioriku, GPU HeedekTuBHUIA,
SKIIO MOTOKM BUKOHYIOTh Pi3HI IHCTPYKIIi a00 4acTO MepeXoisiTh MK YMOBaMHU — L€
3HHKYE pIBEHB Mapasieni3mMy 1 mopoKye siBuiie warp divergence.

- 3anexHicte Biag moctadanbHuka, CUDA mnpamroe Tineku Ha GPU Bix
NVIDIA, 10 moxe OyTrH 00MEeXEHHSIM y TeTepOreHHUX cepeoBHIax abo nmpu podoTi 3
AMD/Intel.

OO6uuncnenns 3aranpHoro npusHadeHHss Ha GPU BiIKpUBarOTh 3HaYH1 MOKJIMBOCTI
JUTS IPUCKOPEHHST O0YHCIICHDb y 0aratbox cepax, aje BUMararoTh riIMOOKOT0 PO3yMIHHS
napajielbHOTO MIPOrpaMyBaHHs, ONITUMI3allii maM’aTi Ta crienudiku apxiTekTypu. Buane
BUKOPHUCTAHHS 111€1 TEXHOJIOT11 103BOJISIE€ JOCSITTU AKICHO HOBOT'O PiBHS MPOAYKTHUBHOCTI
y 3aj1auax, skl e JoHeAaBHa OyJIM HeJOCTYIHI AJIsl pealIbHOTO Yacy abo CTaHAapTHOrO
amapaTHOTO 3a0€3MeUeHHs.

[lepen BUKOpUCTaHHAM OOYMCIEHB 3arajibHOro npusHadeHHs Ha GPU BaxiuBo

BpPaxOBYBATH HE JIUIIIE NIepeBaru, a i MOTEHIIHI 00OMeXeHHs 11i€i TexHosoriil. Y Tadmui
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2.1 mpexacTaBineHO y3arajbHEHE MOPIBHSIHHS OCHOBHUX CHJIBHMX Ta CJIa0KHUX CTOPIH

GPGPU, 10 103B0JIsI€ Kparie 3p03yMiTH AOIIBHICTD 1i 3aCTOCYBaHHS 3aJICKHO BiJl TUITY

00YHMCITIOBAJILHOTO 3aBJaHHA.

Ta6muis 2.1 — [lepeBaru Ta HeIOIIKM OOYMCIICHD 3aTaJIbHOTO PU3HAYCHHS Ha

GPU
AcCHeKT IlepeBarn Henoaixkn
Bucoka mBuaKicTs 3aBasku | Burpamn oOMexeHu, Ko
OJIHOYACHOMY BUKOHAHHIO 3a/1aya He MiIIaeThCs
[TpoayKTHUBHICTB TUCSY TIOTOKIB po3napaneatOBaHHIO
Jlerko macmTabyroThCs
3a/1a4i 3 BEJIMKOIO KUIbKICTIO |OOMeXeHa KIIbKICTh MTOTOKIB Ha
MacmitaboBaHICTh  |JJaHUX 0JIOK 1 pecypciB Ha KOxkeH SM
Eneprernuna binbme FLOPS na Bat Bucoke TemioBuIiIsICHHS IPU
e(eKTUBHICTD eHeprii nopisusino 3 CPU MMOBHOMY HaBaHTaKEHHI1
[TinTpumka Tensor Cores,
ApXiTeKTypHa FP16/FP32/FP64, piznux He Bci apxiTekTypu 0JHaAKOBO
THYYKICTh piBHIB mam’sITi edeKTHBHI1 JJI BCIX THUIIIB 3a7a4
Benuka kinbkicTh 610mi0Tek: |buibmiicTs 610110TeK
bi6moreuna cuDNN, cuBLAS, PyTorch, |ontumizosani nmumie mig CUDA
OiATpUMKA TensorFlow (To6To e mix NVIDIA)
MoO>KIHUBICTh TITHOO0KO1 Bucoka ckiaaHiCcTh HanmMcaHHs Ta
ontumizanii uepes CUDA HAJIArOJ[PKCHHS MTapaJIeIbHOTO
[IporpamyBaHHs a6o OpenCL KOy

ITepenaua nanux

MoxnuBicTh 00pOOJIATH
BEJINKI MACUBHU JTaHUX 0O€3
yaacti CPU

3aTpUMKHU TIPH KOMIIOBAHHI TaHUX
Mk CPU < GPU uepes PCle

Ineansni mrs SIMD-3amau:
MaTpu4Hi onepartii, ML,

HeedexTuHi npu yMOBHHX
nepexojax, iTeparisx 3
po3ralry’>KeHHsIM (Warp

Tun 3amay PEHACPUHT, CUMYJISIII1 divergence)
[Tnardopmua CUDA, OpenCL, Vulkan CUDA mparmroe munre Ha NVIDIA
MiITPUMKA Compute, DirectCompute GPU, OpenCL menm epexTuBHMIMA
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2.2 Orasa texnodoriii GPGPU: CUDA, OpenCL, DirectCompute, AMD

ROCm

VY cdepi oOuucnens 3arampHoro npuszHaueHHs Ha GPU (GPGPU) naiiGuibim
nomupeHuMu miaropmamu i nporpamyBanus € CUDA, OpenCL ta DirectCompute.
Koxna 3 HMX Mae cBOi OCOOJIMBOCTI, MepeBard Ta HEJOJIKH 3aJie)KHO BiJ TOTPEO
PO3pO0OHKKa Ta OOUHCITIOBATIBHOTO CEPEIOBUIIIA.

CUDA - ue mpompierapaa miatdopma kommaii NVIDIA, ska mo3Bosse
nporpamyBati GPU moBamu C/C++ ta Python (uepes PyCUDA, Numba). Bona
3a0e3rnedye IMOBHMM KOHTPOJb HaJa TNOTOKAMH, NaM’STTI0O Ta OOYHUCIIOBAIBHUMHU
pecypcaMu.

llepesacu:

— ontumizoBaHa 1 GPU  NVIDIA, 3abesneuye  MakcUMalbHY
POYKTUBHICTB;

- Mae BeJIMKy exkocucteMy 0i0miorek: CUBLAS, CUDNN, TensorRT, Thrust;

- aKTUBHO MIATPUMYETHCS CIIUIBHOTOIO Ta BUPOOHUKOM.

Heoonixu:

— npaittoe auiie Ha NVIDIA GPU;

— MpUB'sI3y€ pO3POOHUKA O OJHIET armapaTHOi MmIaTGopMH.

OpenCL — mne BigkpuTuil craHpapT, pospodbsenuit Khronos Group. Bin
HNIATPUMY€ETHCSA IIUPOKUM KosioM BUpoOHHKIB (AMD, Intel, Apple, NVIDIA) 1 no3Bosie
3anmyckaru mapanensauit koga Ha CPU, GPU, FPGA, DSP Ta iHIuX npucTposx.

llepesacu:

— KpoCTuIaTOPMEHICTh — MpaIoe Ha 0araThoX anapaTHUX apXiTEKTypax;

— MOJIMBICTh T10puaHuX pimens 13 CPU ta GPU B oaniil nporpami;

- BIIKPUTICTD 1 HE3AJICKHICTh BiJl OJTHOTO MOCTa4aJIbHUKA.

Heoounixu:

— CKIaAHIMKA y mporpamyBanHi nopiBHIHO 3 CUDA;

— MEHIIA KUTbKICTh BUCOKOPIBHEBUX 010J110TEK;



23

- HE 3aBXKJY CTa0lIbHa MiATPUMKA JpaiiBepiB 1 KOMIIUIATOPIB.

DirectCompute — rie kommoneHT miaTdopmu Microsoft DirectX, skuii 103BoJIsIE
BUKOHYBaTH o6uncienns Ha GPU y cepenosuuti Windows. Foro ocHoBHE NpH3HaYeHHS
— MYJIBTUMEIIHI J0/1aTKH, 00poOKa rpadiky Ta BijIeO B irpax.

llepesacu:

— iHTerpaiis 3 iHmuMu KommnoHeHTamu DirectX, oco6ymBo 3 Direct3D;

- 3pyuHuil 15 po3poOku rpadiunux edexriB y Windows-nonarkax.

Heoounixu:

- Ipaitoe TUIbKU B cepeaoBuinl Windows;

- HE TIXOIUTh U HAyKOBUX Ta IHKCHEPHUX 33719,

- He miATpuMyeThes Ha Linux abo macOS.

[Tnarpopma ROCm (Radeon Open Compute) — 1ie BIAKPUTHI TPOTPaMHUK CTEK,
cTBopeHuid kommaHiero AMD s peanmizanii 0OYMCIICHBb 3arajibHOTIO IMPU3HAYCHHS
(GPGPU) na Bimeokaprax Radeon. ROCm € Bignosimmo AMD Ha mnpomnpierapHy
mathopmy CUDA Big NVIDIA Ta opieHTOBaHa Ha BIJKPUTICTH, MacIITaOOBAHICTD 1
e(deKTUBHY IHTETPAIliI0 3 EKOCUCTEMaMHU BUCOKOIPOTYKTUBHUX OOUUCIICHb.

OcHoBHa 11es ROCm mosisirae y CTBOpPEHHI MOBHOI[IHHOTO CEpEeAOBUINA IS
pO3poOKM Ta 3alycKy mapainenbHux ooOuucieHb Ha GPU, 3 miaTpuMKo MOB
nporpamyBants C++, HIP (Heterogeneous-Compute Interface for Portability), a Takox
OpenCL. HIP € mpoMixkHOIO TIaTHOPMOIO, SIKa JO3BOJISIE UCATH KOJI, 110 MOXKE OyTH
ckomminpoBanuil sk st CUDA (ma NVIDIA), tak 1 gt ROCm (ma AMD) — 1ie
3abe3reuye Kpalry MepeHOCHMICTh 3aCTOCYHKIB MIX pisHUMHU BupoOHuKamu GPU.

llepesacu ROCm:

— BIJIKPUTICTb 1 KPOCIIIIAT(OPMEHICTH — MMOBHICTIO OPEN-SOUICE €KOCUCTEMA;

— nigrpumka HIP — no3Bonsie agantyBatu icHytoui CUDA-nporpamu ajis
AMD GPU;

— inTerpaiist 3 HPC — akTuBHE BHUKOPHUCTAaHHS B HAyKOBUX 1 TPOMHCIOBUX
cynepkomit 1oTepax, Takux sik Frontier (CILIA), ne Bukopucrtano GPU AMD;

— CYMICHICTb 13 (ppetimBopkamu — minrpumka TensorFlow, PyTorch, ONNX

Runtime, a Takox 616110Tek 115 niHiHOL anreOpu (rocBLAS, MIOpen, rocFFT).
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Heooniku:

- obmexxeHa miaTpumka mojeneit GPU — He Bci Bimeokaptu AMD cywmicHi 3
ROCm, nnatdopma Halikpaie npairoe 3 npodeciiitnumu kaptamu (MI Instinct, cepii
Radeon PRO);

- MeHIa 3puTicTh ekocucteMu — y nopiBHsiHHI 3 CUDA, ROCm e He mae
TaKO1 KIJIBKOCTI 1HCTPYMEHTIB 1 610J110TEK;

- BUINIA CKJIAMHICTh HAJAITYyBaHHA — TOTpedye Oinmplle dacy st
KoHIryparlii cepeaosuiia, ocodnuso mig Linux.

ROCm € mnepcnekTUBHUM I1HCTPYMEHTOM [JIsi pPO3pOOHHUKIB, sKi OaxaroThb
mpaitoBatu 3 Bijgeokapramu AMD y 3amauax BUCOKONPOJIYKTUBHHUX OOUYHMCIICHB,
MalIMHHOTO HaBYaHHS Ta cUMYJISUiN. Xoya miatdopma e He AocAria piBHS 3puIOCTl
CUDA, BOHa aKTHMBHO pPO3BHUBAETHCS, OCOOJIMBO B aKaJeMIYHOMY CEpPEJOBUII, e

LIHYETHCS BIAKPUTICTD 1 JOCTYITHICTb.

2.3 bioaiorexku nisi GPU-npuckopennsi: cuDNN, cuBLAS, Numba, Thrust,
Dask, PyTorch

HasBnicTh crnerianizoBanux 010;110TeK 3a0€3MeuyoTh e(hEKTUBHE BUKOPUCTAHHS
rpadiyHUX MPOLECOpIB JUIsl 3arajbHOro mnporpamyBaHHs. Lli O107i0TeKHM 3HA4YHO
CIPOITYIOTh PO3pOOKY OOUYMCITIOBAILHUX JIOAATKIB, 3HIKYIOTH Topir Bxoay B GPGPU-
porpamyBaHHS Ta 3a0€3MeUyIOTh IOCTYT J0 BUCOKOIPOIYKTUBHUX amapaTHUX (PyHKITIH
GPU 6e3 noTpedu nucaTtu HU3bKOPIBHEBUM KOI.

CuDNN (CUDA Deep Neural Network library) — e sucoxonponykriueHa GPU-
ontumizoBaHa 616mioreka, po3podnaeHa NVIDIA st npuckopeHHs HaBYaHHS TTIMOOKUX
HEeHpOHHMUX Mepex. BoHa BKIIouae peasnizallii OCHOBHUX ONEpalliil, TAKUX SIK 3TOPTKH,
HOpMaJTi3allisi, akTHBAIlli, IMyJIIHT Ta 3BOPOTHE TOIIMPEHHS MOMWIKUA. BukopucTaHHs

cuDNN 103BoJIsI€ 3HAUHO 3MEHUIUTH Yac TPEHYBaHHS Mojieneil y ppeliMBopKax, Takux
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sk TensorFlow abo PyTorch, 3a0e3neuyroun rHY4KICTh 1 MPOIXYKTUBHICTh, HAOIIMKEHY
710 MaKCUMaJbHOT mpomyckHoi 3xaTHocTi GPU.

CUBLAS - ne GPU-Bepcis Bimomoi 0iomiotekun BLAS (Basic Linear Algebra
Subprograms), sika peasizye OCHOBHI JIiHiIHI anredpaidHi ornepallii: BEKTOPHO-MaTPUYHI
MHOKEHHsI, TpaHcrnonyBaHHs, LU-po3knanu Ta iammi. 3apasku ontuMizaiii mjag CUDA,
cuBLAS no3Bonsie pocsraTé Haa3BUYaWHOI IIBMJKOCTI BUKOHAHHS MaTeMAaTUYHHUX
omeparliii, MO € KPUTUYHO BAKIMBUM Yy MAIIMHHOMY HaBYaHHI, CHUMYJIIINAX,
KOMII'FOTEPHOMY 30p1 Ta IHIIUX TEXHIYHUX 3aCTOCYBaHHSIX.

Numba — mne xomminstop Python-xomy, sikuii m03BOJSIE TEPETBOPIOBATH
BUCOKOpiBHEBI (PyHKIIIT B MalmMHHUH KO/ 32 goromororo JIT-kommimsii (Just-in-Time).
V¥ noennanni 3 CUDA, Numba Hagae po3poOHHMKaM MOXJIMBICTb NMHUCATU KEPHEIH Ha
yuctomy Python, gxi notim BukoHyroThcs Ha GPU. Ile nyxe 3pydHO A MIBUAKOTO
IPOTOTUITYBAaHHS HAYKOBUX aJITOPUTMIB.

Thrust — me C++ STL-mozxiOHa 6i01i0TeKa 3 BUCOKOPIBHEBUMHM aOCTPAKIIISIMH JIJIst
napajienpHoro nporpamyBanHs. Bona miarpumye sik CPU, tak 1 GPU-BuKOHaHHS, 1110
JIO3BOJISIE JIETKO MEPEHOCUTH KOJT Mk apxiTekTypamu. Thrust Mae BOy0BaHi anropuTMu
COpPTYBaHHS, PEAyKUli, CKaHyBaHHs, (QUIbTpalli, SKI 3HAYHO MPUCKOPIOIOTH 0OpPOOKY
naanx Ha GPU.

Dask — e 0i6mioTeka ajs1 mapaieabHOro OOYHCACHHS BEIUKHX MACHBIB JaHUX Y
Python, sika migTpumye interparito 3 RAPIDS — nabopom 6i6miorek Bim NVIDIA s
GPU-mpuckopenoi oOpoOku paHux. 3aBasgku 1boMy Dask mo3Bosisie edexkTuBHO
posnoautatu oduncienHs Mixx CPU ta GPU, macmtaOyroun aHaniTUYHI 3a/1a41 HaBITh Y
XMapHOMY CEPEIOBHIIII.

PyTorch — e oauH i3 HaWmomysapHImUX (GPeHMBOPKIB TTTHOOKOTO HAaBYAHHS,
akuii mae HatuBHy miaTpumky GPU. BukopuctoByroun CUDA 1 cuDNN, PyTorch
JI03BOJISIE JIETKO MEPEHOCUTH TeH30pH Ta Mojeni Ha GPU, 3abe3nedyoun mpuCKOpeHHs
B JIECATKH pa3iB nopiBHsHO 3 CPU.

Kirouoi nepesaru PyTorch:

— aBTOMaTtuuHe nudepeniioBanns (autograd);

— iHTerparis 3 616miorekamu TorchScript, TorchVision, HuggingFace;
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- JTWHaMiYHa nmoOyaoBa rpadis, M0 3py4HO IS DOCTIIKEHb 1 aJalTHBHUX
MOJENEN.

GPU-npuckopennss y PyTorch He morpeOye HHU3BKOpPIBHEBOTO BTPYYaHHS —
JOCTAaTHBO IICPEHECTH TEH30pHM Ha mpucTpii komanmoro .to(cuda™), i obGumciIeHHs
aBTOMAaTUYHO BinOyBaTuMyThcst Ha GPU.

Bukopucranns  cremiamizoBaHux ~— 010J10TeK  Ja€e  3MOTY  pO3pOOHHKaM
30CEPEANTHCS Ha JIOTII alrOPUTMIB, HE BUTPAYAIOYM Yac HA ONMTHMI3AIi0 O0YUCIICHb
BpyuHy. Bonu ctamu ocHoBow edextuBHoro GPGPU-nporpamyBanHs y cy4acHOMY
CEpEIOBUIII — BiJl HAYKOBUX JOCIIKEHB 10 KOMEPLUIHHUX MPOAYKTIB Y chepl MTYyIHOTO

IHTEJNEKTY, 0OOpOOKHM JaHUX Ta aBTOMAaTU3allil.

2.4 TIpo6Jiemu nepenayvi ganux mixx CPU ta GPU

HesBaxaroun Ha BUCOKUU OOYMCIIOBAJIBHUMN MOTEHINAT TpadiuHUX MPOIECOPIB,
OJIHUM 13 OCHOBHUX OOMEKYIOUNX YMHHHUKIB IIPH 1X BUKOPUCTAHHI € TIepeiaya JaHUX MK
CPU ta GPU. ¥V napagurmi GPGPU apxitekTypa 3a3Bu4aii nependavae po3mno i posei:
nenTpanbanii mporecop (CPU) BiamoBiae 3a 3arajibHe YIPaBIiHHSA MPOTPaMolo, a
rpadiunuii npouecop (GPU) — 3a macoBo-napanensHi oOuuciaeHHs. [Ipote neit moain
NPU3BOAUTL JO0 HEOOXITHOCTI TMOCTIMHOrO oOMIHy iH(poOpMalier0o Mk oOoMma
IPUCTPOSIMHU, IO CTBOPIOE JOJATKOBI 3aTpaTH 4acy Ta pecypcis.

Ilepenaua nanux 3 onepatuBHOi mam’Ti (host memory), sika kouTposoerbes CPU,
1o Bimeonam’siti GPU (device memory) Bukonyetbes yepe3 mmny PCI Express (PCle).
Xoua cyuacHi Bepcii PCle (nanpuxnan, PCle 4.0 a6o 5.0) 3abe3rneuyroTh BHCOKY
MPOIYCKHY 3[1aTHICTh, BOHA BCE 11I€ 3HAYHO HMKYa MOPIBHIHO 3 MPOITYCKHOIO 3aTHICTIO
nokanbHol mam’sTi GPU. Lle o3Hauae, 1m0 Bequki 0OCSATH KOMIIOBaHHS MOXYTb CTaTH
BY3bKMM MICIIEM Y MPOJYKTUBHOCTI, OCOOJMBO SIKIIO JaHI 4acTO 3MIHIOIOTHCS abo
OO0YHCIIEHHS! BUKOHYIOTHCSI HA HEBEJIMKMX MaCHBaX, /1€ Yac OOYHMCIEHHS! MEHIIIN 3a Jac

nepeaayi.
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B okpemux Bumaakax BUTpaTH Ha KOIMIIOBAHHS MOXYThb MOBHICTIO HiBEJIOBATH
nepeBaru GPU. Hanpukiman, Kio onepariis HaJ HEBEJIUKOIO MaTPHUIICIO0 BUKOHYETHCS 3a
MUTICEKYH/IU, ajie mepenayda 1€l MaTpulll Bi0yBaeTbes qoBie — Bukopuctanus GPU
CTa€ HepalliOHATBHUM.

J1J1s 3SMEHIIIeHHS ITUX BUTPAT y Cy4aCHUX CUCTEMaX 3aCTOCOBYIOThCS TaKi MiIXO0/IH:

- BUKOPUCTAHHA ACHHXPOHHUX KOMIM 13 TEPEeKPUTTAM OOYHCIEHb Ta
nepe1aBaHHs;;

- 3actocyBaHHs yHidikoBaHoi mam’sti (Unified Memory), sika mo3Bossie
aBToMaTU4HO ynpasiatu ganumu Mk CPU 1 GPU;

- onTuMiszaiis o0CiITy MepefaHuxX JaHuX — poOoTa 3 MIAMHOXKHHAMHU a0o0
MOTOKOBUMU CTPYKTypaMHu.

GPU mae cknagny iepapxiuHy CUCTEMY IaM ATl sika Oe3rnocepeHbO BIUIUBAE HA
IPOAYKTUBHICTh 00uncieHb. HeedekTuBHE BUKOPUCTaHHS M€l CTPYKTYpHU MOXKE
MPU3BECTH JI0 3aTPUMOK JOCTYMY J0 JaHUX HaBITh y Mexax camoro GPU.

OcCHOBHI PiBHI I1aM AIT1:

- Global memory. OchoBHa Bimeonam’site npuctporo (DRAM), nocrynHa
BCIM MOTOKaM, ajie Ma€ HaBUILY 3aTPUMKY. HacTO BUKOPUCTOBYETHCS JUIsl 30€piraHHs
BXIJTHUX 1 BHUXIJIHUX JaHHUX, MPOTE JOCTYN JI0 HEl MOBHHEH OyTH CTPYKTYpPOBAHHUM
(coalesced), iHakIlle 3HAUHO MaJa€ MPOMYCKHA 3JaTHICTb;

— Shared memory. IlIBuaka mam’siTh, CIJIbHA JJIs TMOTOKIB OJHOIO OJIOKA.
3aBAsSKM HU3BKIA 3aTPUMIIL 1 IPSIMOMY JIOCTYITy BOHA 1I€aJIbHO MIAXOAUTH NIl OOMIHY
JaHUMH MDK TOTOKaMH Ta JJii THUMYacoBOTO KEINIyBaHHSA MiJ dYac OOYHCIICHb.
HemnpaBunbHe BUKOpUCTAHHS Ili€l Mam’gTi (Hampukiaa, KOHQIIKTH OaHKIB) MOXe
3HIKYBATU €(DEKTUBHICTD;

— Registers. HaiimBuammii Tn nam’siTi, JOCTYITHUA I KOXKHOTO OKPEMOTO
MOTOKY. IX BUKOpUCTaHHs 3a0e3ledye MaKCUMAabHY IIBUKICTb, IIPOTE iX KiIbKiCTh
oOMeKeHa;

— Constant memory. BukopuctoByeTbest it 30epiraHHsI HE3MIHHUX JIaHUX,
JOCTYNMHUX YyCIM moTokamM. OnTuMizoBaHa Il OJHOYACHOTO YHUTaHHA OaraThMa

IIOTOKAMH;
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- Texture/Surface memory. CremianizoBaHa rmaM’sTh, SIka Ma€ KEIIyYBaHHS Ta
IHTEPIIOJIALIII0, KOPUCHA JIJISl TOCTYITY 110 300pakeHb a00 6araTOBUMIPHUX MaCHUBIB.

EdexTuBna pobota 3 nmam’strio GPU nepenbdauae:

- 3BEJICHHS 10 MIHIMYMY JOCTYIIy /10 TJI00aJIbHOT ITaM ' ATi;

- BUKOpHCTaHHs Shared memory ajist oOMiHy MiXK TIOTOKaMHU;

- YHUKHEHHS 0aHKIBCHKMX KOH(JIIKTIB y CHIIBHIN Mam’sTi;

- PO3MOJILT PETICTPIB 3 ypaxXyBaHHSAM 0OMEXKEHb KOKHOTO sIpa.

[lepegaua panux wmik CPU 1 GPU, a Takox mpaBuUiibHE BUKOPUCTAHHS
BHYTpilIHbOi mnam’ari GPU — kpuTuuHi (pakTopw, sKI BHU3HAYAIOTh 3arajibHy
MPOJIYKTUBHICTh OO4HuCieHb. HaBiTh HallepeKTUBHIII OOYMCIIOBAIbHI aITOPUTMU
MOKYTb BTPATUTH CBOIO TMIEpEBary, SKII0 BUTPATH HA OOMIH 1HPOPMAIII€0 TEPEBUIITYIOTh
BUTpalll BiJ mapanenizMy. Tomy onTumizamis JOCTYIy 0 [aMm 4TI Ta MiHIMi3alis
KOIIIOBAHb € KJIOYOBUMHU €JIEMEHTaMH IpH po3poOii BucokonpoayktuBHux GPGPU-

3aCTOCYHKIB.
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3 AOCTIIKEHHSA NPOAYKTUBHOCTI TA 3BACTOCYBAHHSA

BUCOKOIIPOAYKTUBHOI'O GPU

MeTor JaHOTO eKCIIEPUMEHTAILHOTO OCIiHPKSHHS € BUSBJICHHS ONTHMAIBLHOTO
pO3MIpy BXIiTHOTO HAOOPYy JaHUX, MPU SKOMY JOLIHHO BHUKOPUCTOBYBATU T'padiuyHui
nporecop (GPU) 3amicts nenTpansHoro mnporecopa (CPU) mns BukoHaHHS 0a30BHX
MaTpUYHUX orepariii. Takuii miaxia J03B0JIsI€ BU3HAYUTH MOPIT ePEKTUBHOCTI MEPEXOTY

1o napaienbHux oounciens Ha GPU 3anexHo Big oOcsAry 3amadl.

3.1 IlocTaHOBKA eKCIIEPUMEHTY: METOUKA, OOIPYHTYBAHHSA

VY mpoueci pociiakeHHs oOpaHa HU3Ka 0a30BUX MaTpUYHMX Omeparii, ki
HallyacTille BUKOPUCTOBYIOTHCS B 3a/1adaX BUCOKONPOIYKTUBHUX OOUNCIICHb:

— JI0JIaBaHHS] MaTPHIIb;

— MHOXCHHSI MaTpHUIIb;

— CKaJIs[pHEe MHOKEHHS BEKTOPA;

— JUJIEHHS MaTPHUILIl HAa YKCIIO;

— JOJIaBaHHSI MATPUILh 13 KOSDII[IEHTOM.

st peamizamii TectiB Ha CPU oOpano moBy mporpamyBanHs C++, 30Kkpema
BUKOPHCTaHHs CTaHmapTHOi Oi0mioreku Std::thread mis moOymoBu 0araTOmOTOKOBHX
pimeHb. Takuii BUOIp OOIPYHTOBYETHCS BHCOKOIO MPOJYKTHBHICTIO KOMITIIBOBAHOTO
KOy Ta MOXJIMBICTIO IETAIBHOTO YIIPABIiHHS MMaM’SITTIO i pecypcamu.

Tectn na GPU peanizoBani 3 Bukopuctanasm miaatdopmu CUDA Big NVIDIA.
CUDA po3Bosiie  0e3mnocepeAHbO MpOrpaMmyBaTh OOYMCIEHHA Ha rpadiyHuX
npouecopax, oomuHaroun rpadiuai AP, mo 3Ha4HO MiABUINYE NMPOAYKTHBHICTH Ta

aJanToBaHICTh Koy mij obuucmroBanbHl 3anaui. CUDA C, sk posmuperHst mou C,
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3a0e3neyye mapaselibHe BUKOHAHHS KEpHEJIB Ha BENMKIM KUIBKOCTI MOTOKIB, IIO €
ineanbanM 1711 SIMD-3ama4 3 BETUKAM 00CSTOM JaHUX.

Meroanka nIpoBeIeHHsI €KCIIEPUMEHTY BKJIIOYA€ HACTYITHI €TaIlu:

- peaizallisi OIHAKOBUX alNropuTMmiB MaTpuuHux onepauii ains CPU (wa C++)
ta GPU (1a CUDA C);

- BapilOBaHHS PO3MIPY BX1IHOTO HA0OPy AAaHUX: BiJl MaJlUX MaTpUllb (HAIp.,
32%32) 1o BeNMMKUX (10 JEKIIBKOX TUCSY €JIEMEHTIR);

- MPOBEJICHHS cepii OeHUMapKiB 13 (hiKcalli€l0 Yacy BUKOHAHHS Ta PeCypciB,
10 BUKOPUCTOBYIOTHCH;

— nopiBHsiHHSA pe3yabTariB CPU 1 GPU B 3ayiexxHOCTI Bl 00CSITy 00UHCIICHD,

- BU3HAYCHHs KpUTHYHOI MexX1, ipu sikiii GPU nounnae nepesepiryBatu CPU
32 MPOJYKTUBHICTIO.

JIJist TOCSATHEHHSI JOCTOBIPHUX PE3yJIbTaTiB, €KCIEPUMEHTH MPOBOJAWINCH Ha
nekuibkox mozaensax CPU ta GPU, moctynHuX Ha cepBepHOMy oOnaaHaHHI Kadenpu
CUCTEMHOTO MpOEKTyBaHHA. 3okpeMa, Oynu Bukopucrtani asa CPU 1 tpu GPU, mo
JTIO3BOJIMJIO OXOIUTH P13HI MOKOJIIHHS Ta TEXHIYHI XapaKTEePUCTUKHU MIPUCTPOIB, a TAKOK
JOCJTIINTH BILUIMB anapaTHoOro 3a0e3nedYeHHs Ha MBUAKOII0.

Pesynbrati ekcrnepuMEHTy MaroTh NPAKTUYHE 3HAYECHHS I pPO3pOOHUKIB
BHCOKOTIPOIYKTUBHUX OOYHMCITIOBAIHPHUX CHUCTEM, a TAKOX JIJII ONTHUMI3aIlil PO3IOILTY
pecypciB y 3ajayax, OpIEHTOBAHUX Ha 1HTEHCHUBHI OOYMCIICHHS 3 BEJIUKUMHU OOCAraMu

JTaHUX.

3.2 Bubip npucTpoiB Ta nporpaMHoro 3aée3nevyeHHs 1Jis TeCTYBaHHS

Y npomy miApo3aial  pO3MIISTHYTO MpOrpaMHO-anapatHi 3aco0u, Mmoo Oyiu
BUKOPHCTAaHI JJI IPOBEJCHHS €KCTIEPUMEHTAIBHOTO JIOCIIIHKSHHSI PO {yKTUBHOCTI TIPU
BUKOHAHH1 0a30BUX MaTpUYHUX oreparliil. OCHOBHa MeTa aHalli3y MOJsrae y BA3HAU€eHHI

HaWOUIbII JAOUUIBHUX TEXHOJIOTIYHHUX IIaT@opM najisi 3a0e3leyeHHsT MaKCHUMaJlbHO
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e(peKTUBHOTO BUKOHAHHS o04HcIiieHb K Ha neHTpansHoMy (CPU), Tak 1 Ha rpadiuHOMYy
nporecopi (GPU).

[Tix wac BuOOpY MporpamMHOro 3a0e3MEeUCHHS BPaXOBYBAIMChH TaKl KPUTEPIi, sIK:
3IaTHICTh 10 €(EKTHBHOTO IMapajeIbHOr0 BUKOHAHHS 3a/1ad, MATPUMKA Cy9acCHHX
apXITEKTyp OOYMCIIIOBAJIbHMX IPHUCTPOIB, a TaKOX 3PYUYHICTh IHTErpalii 3 MOBaMH
nporpaMyBaHHSI  HU3bBKOTO  piBHSA.  YCl  1HCTPYMEHTH, WIO0  yBIAOUIM  JI0
EKCIIEPUMEHTAJILHOTO CEPEIOBUINA, JIO3BOJISIOTH CTBOPIOBATH BHUCOKOIPOIYyKTHBHI
pILIEHHS 3 aKIIEHTOM Ha 00YMCITIOBAIbHY 1HTEHCUBHICTb.

3acTocyBaHHs BIANOBIAHONO Ha0Opy amapaTHUX Ta HOPOrpaMHUX 3aco0lB €
KPUTHUYHO BaXKJIMBUM JIJIs1 3a0€31eueHHs 00'€KTUBHOCTI pe3yJibTariB. [lomanpmmii onuc
OXOIUTIOE OOIPpyHTYyBaHHsA 00panux pimenb 111 CPU- ta GPU-peanizaiiiii Ta mosiCHIOE
JOIIIBHICTh 1X BUKOPUCTAHHS Yy paMKax MOCTaBJIEHO1 3a/1aul.

VY Mexax 1poro JOCTIKeHHS IJIs peati3allii TeCTIB Ha [IEHTPabHOMY MPOIECcopi
Oyso obpaHo MoBy mnporpamyBaHHS C++, 110 BUPI3HAETHCS BUCOKOK €(PEKTHBHICTIO
BUKOHAHHS TPOTPAMHOTO KOy, OCOOJIMBO Y 3ajlayaxX 3 iHTEHCHBHUMH OOYHCIICHHSIMU.
OcHoBHoto mepeBaroro C++ € 1ii KoMIOUIbOBaHA TMPUPOJIA: HA BIAMIHY BiJ
IHTEPIPETOBAHUX MOB, KOMITUJIATOP OJpa3y CTBOPIOE BUKOHYBAaHWN MAIIMHHUN KOJI, IO
3HAYHO 3HWKY€E BUTPATH HA IEPETBOPEHHS IHCTPYKIIIN 11T YaC BUKOHAHHS.

VY uucneHHux He3anekHUX OeHuMapkax C++ cTaOUIBHO NIEMOHCTPYE BHCOKI
MOKa3HUKN MPOAYKTUBHOCTI. Hampukiman, 3riqHo 3 pe3ynbTaTaMu TECTYBaHHS 3aadi
o0y 1o0BH bitmap-300pakeHHss MHOKUHU Manenp0poTa, moBa C++ yBIHIIIIA 0 YHUCIIA
JiepiB cepell HAMMPOIYKTUBHIIIMX MOB, IO MiATBEPKYETHCS JAHUMHU MPOEKTY The
Computer Language Benchmarks Game. Lle miaTBepxye 31aTHICTh MOBH €()EKTHUBHO
MPAITIOBATH 3 BEJIMKMMHU O0CATAMU JIAaHUX Ta pPeajli30ByBaTH Mapajieli3M Ha PiBHI TOTOKIB

(puc. 3.1).
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The Computer Language Benchmarks Game Visualization

Language 0 Time consumption(multiplier)  Ranking (weighted by time and memory) Update date: 2023-02-01
Cclang [} 1x 1st
CH+ g+t 2nd
Rust 3rd
Julia 5th
C# .NET 7th
Chapel 4th

Classic Fortran 8th

Ada 2012 GNAT 6th
F# .NET oth
Go 10th
Haskell GHC 11st
Free Pascal 12nd
Java 15th
ocaml 13rd
Swift 14th
Lisp SBCL 16th
Dart 18th
Node js 17th
Racket 19th
PHP 20th
Pypy 23rd
Pyston 2znd
Erlang 240
Ruby 26th
vw Smalltalk 21st
Python 3 25t
Lua 28th
Perl 27

ime CORUBHE o 10x% 20x 30 40x 50 60x 70X 73x

Data source from benchmarksgame-team.pages.debian.net
Render by GoodManWEN/Programming-Language-Benchmarks-Visualization.git

Pucynok 3.1 — IlopiBHSHHS NPOAYKTUBHOCTI MOB ITPOrpaMyBaHHS Yy 3aJaul reHeparii

MHOXUHU Manaens0pora

[[le omHWM WPHKIATOM, MO IIFOCTPYE IOMUIBHICTE BUKOpHCTaHHA C++ y
HAYKOBHX OOYHMCIIEHHSX, € pealisailis anroputMy BupiBHioBanHsA JIHK-mocminoBHOCTE#

y 3a1auax 610iHGOpMATUKH. Y BIAMOBIAHOMY JOCIHIKEHH1 Oyia BUkopuctana moa C++
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JUISL 3alyCKy KOAy Ha pi3HuX omepamiianx cucremax (Windows ta Linux), mio
JI03BOJIMJIO OLIIHUTH CTaOLIBHICTH pPE3yNbTaTiB Ta YHIBEPCAJIbHICTh MIAXOAY. 3a
pe3ysbTaTaMu TECTIB, 110 HaBe[eHI Ha pUCyHKY 3.2, moBa C++ Moka3aja BHCOKY

MIBUIKOAI0 HAa 000X miaTdopmax.

50 -

45

40 | = Linux

35 | m Window s
30

25 -
20 | }
15
10

Time in seconds

e —

C C++ Cit Java Perl  Python
Language

Pucynok 3.2 — Pe3ynbratu BUKOHaHHS aidroputmy BupiBHioBaHHs JJHK-

nociigoBHocTel Ha pizHUX OC

Pe3ynbrati 3ragaHux TECTIB MIATBEPIKYIOTh BHUCOKY NPOIYKTHBHICTH MOB
nporpamyBaHHsi C ta C++ y 3ajmayax, 10 BHUMAararTh IHTEHCUBHMX OOYHCIICHb. SIK
MOKa3aHO Ha PUCYHKY 3.1, OKpiM IIMX ABOX MOB, JI0 KaTeropii BUCOKOMPOIYKTHBHHUX
TakoX yBiAIUIM MoBU Rust Ta Haskell, siki 7eMOHCTpYIOTH XOpOIIy ONTUMI3AIIIO MIPU
HAJCKHOMY BHKOpHCTaHHI. Brtim, Bubip came C++ OyB 3yMOBJICHHMIA HU3KOIO
MPaKTUYHUX MIepeBar, K1 poOIsITh il HaA3BUYANHO 3pyUHOI0 ISl peani3alli e(eKTUBHUX
OOYHUCITIOBAILHUX PIllIeHb Y KOHTEKCTI JAHOTO JTOCHIKCHHS.

3okpema, moBa C++ Hasiae po3pOOHUKY MOKIIUBICTH O€3MOCepPEeTHBO MPAITIOBATH 3
OMEpPaTHBHOIO TaM’SITTIO, IO BIJKPUBAE JOCTYN 10 HHU3BKOPIBHEBOTO KEPyBaHHS
pecypcaMu — BaKIIMBO1 BJIACTUBOCTI MPH peaizailii ONTUMI30BaHMX PIllIeHb JJI 3a/1a4 13
BEJIMKMM HABaHTAXCHHAM Ha amapatHy 4dactuHy. Kpim toro, C++ mae po3BUHEHY

cTaHgapTHy O010J10TeKy, sKa BKJIIOYae 3aco0u JuIs peaiizalii 0araTornoTOKOBUX
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00YHMCIIeHb, CHHXPOHI3allii MOTOKIB 1 poOOTH 3 TapaleIbHUMHU CTPYKTYpaMu, IO €
KPUTUYHUM Y 3a/1a9ax, OPI€EHTOBAHUX HA TECTyBaHHs mpoaykTuBHOCTI CPU.

OnHuUM 13 KIIIOYOBUX 1HCTPYMEHTIB CTaHIapTHOI O010miotexkn C++ miia peamizariii
napaienizmy € kiac std::ithread. Ileii mexanizm 3abe3nedye 1uratrGopMoHE3aTCHKHUN
iHTEepdeic s CTBOPEHHS Ta KEPyBaHHS MMOTOKAMHU, BUCTYMHAIO4YM SIK OOrOopTKa Haj
HU3bKOPIBHEBUMH CUCTEMHUMH BUKJIMKAMU KOHKPETHOI OMEPaIiiiHOl cUCTeMH. 3 TOUKH
30py apXiTeKTypH, TOTIK BBAKAETHCA HAWMEHINIOK OJMHUIICIO TUIAHYBAHHS BUKOHAHHS
porpamu, 1 HEP1AKO HOTo XapaKTepU3yIOTh K «IerKoBaroBuii npouecy. [loroku 3aBxau
ICHYIOTh y MEKax NEBHOTO MPOLECY 1 HE MOXKYTh OyTH (DYHKLIOHATBHO HE3aJECKHUMHU
B1JT HBOTO.

KoxeH moTik Mae OKpemuil MporpaMHui JYWUJIBHUK, BJIACHUM CTEK 1 HaOIp
pericTpiB, 110 JO3BOJISI€E BUKOHYBATH 3aJ1aul MapajieibHO 3 IHIIMMHU MOTOKaMU B MEXKax
Toro camoro mpoiecy. OCHOBHOIO IiepeBaror0 0araTomoTOYHOCTI € MiHIMI3aIlis
HAKJIQJJHUX BUTPAT HA MEPEKIIOYCHHSI KOHTEKCTY Ta e(pEeKTUBHA OpraHi3allis B3a€MOii

MDXK MapajeabHUMH O0JI0KamMu o0uuciieHs (puc. 3.3).

W‘ Idata| Iﬁles| M Idatal Ifilesl
[ registers | I counter l [ stack| registers Il'egisterSI lregisterSI

| stack | | stack I
é <— thread I counter | | counter |

< thread

Single-threaded process Multi-threaded process

Pucynox 3.3 — CTpykTypHa MOJIesIb OpraHi3allii TOTOKIB B OTepaIliifHiil cucTeMi

VY wmoBi mporpamyBanHs C++ icHye Kijlibka crocoOiB iHiIiami3aiii MOTOKIB 3a
nonomoror kiacy std::ithread, mo 103BoJisie THYYKO OpraHi3oByBaTh 0araTornoTOYHE

BUKOHAHHSI B 3aJIEKHOCTI BijJl HOTPeO MpOTrpaMu.
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1. Buknuk nomnepennbo Bu3HaueHoi pyHkuii Haiibinpm npsmomniHiiiHuil crociod
3allyCKy MOTOKY — IIe TMepeaada MOCHUJIaHHS Ha iCHylouy (YHKIIIO 3 BIINOBIIHUMU

apryMeHTaMu:

void do_some_work(int a, int b) {
std: :cout "Cyma: " a+b std: :endl;
}

std: :thread my_thread(do_some_work, 1, 2);
my_thread. join(); // 0608 '53k0BO O4YiKYEMO 3aBEPLWEHHS MOTOKY

Pucynok 3.4 — [IpsmMoniHiiHUN cIOCiO 3amycKy moToKy B 0i0miorerni std::endl

Takuii miaXia 3pyYHU y BUNIAKAX, KOJIU JIOT1Ka OOYMCIIEHHS BXKE peajli3oBaHa y
BUTJISIIL (PYHKITII.
2. Buxopuctanas naMOaa-QpyHKUli [HIIMM MOMMPEHUM CHOCOOOM € CTBOPEHHS

IIMOAa-BUpPA3y, AKUHM J03BOJIAE€ IIBUIKO BU3HAYUTH JIOTIKY BUKOHAHHS "Ha micii':

std: :thread t([1O{
std: : cout "MoTik BuKOHye nsaMbaa-¢yHkuin" std: :endl;

1);
t.join();

Pucynok 3.5 — [ToTik BukoHnye isiM0aa-yHkIio B 6iomiorerni std::endl

Ile# i BapiaHT OCOOIMBO KOPUCHUN Yy BUMAJKAX, KOJU (PYHKIISI € KOPOTKOWO abo
KOJIM HEOOXI1JJHO MepeaTH JOKalbHI 3MIHHI B 001acTh Ail MOTOKY (Yepe3 3aXOIUICHHS
3Ha4YeHHS a00 MOCUJIaHH).

3. 3anyck ¢yHKioHaIbHOTO 00°€eKkTa (dhyHKTOpY) e onun epexTuBHUIM miaAXiT —

CTBOPEHHS OKPEMOI'0 KJlacy, SKUUA peanizye HKIoHAIRHNUI 00°ekT (overload
5

oneparopa ()):
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class functor_task {

QO const {
do_task_1Q);
do_task_2Q);

}

void do_task_1() const {
std: :cout "3apava 1 y notoui" std: :endl;

}

void do_task_2() const {
std: :cout "3agava 2 y notoui" std: :endl;
}

13

functor_task f;
std: :thread my_thread(f);
my_thread. join();

Pucynox 3.6 — Peanizaris ¢pynkuionansHoro ooekra B 6idmioreri std::endl

Takuii miaxia 3pyyHuid y pasi CKJIaIHO1 JIOT1KH, KOJM HEOOX1THO 1HKAICYyJII0BAaTH
(yHKLIOHAJIBHICTh y KJIaci, 30€piratouu Ipy LbOMY YHTAOETBHICTh KO .

VY C++ BaxJIMBUM acClEKTOM KEPYBAHHS JKUTTEBUM LIMKJIOM IOTOKY € METOAU
join() Ta detach(), siki BU3Ha4arOTh MOJANbBIIY MOBEAIHKY MPOrpamMu MO0 3aMyIIEHUX
HOTOKIB.

Meron join() BHKOPUCTOBYETHCS JJII CHHXPOHHOTO OYIKYBaHHS 3aBEpILICHHS
noToky. Buknukasim join() 1ist 06’ exra std::thread, ronoBHuit moTik OJOKY€ETHCS T0TH,
JIOKM HE 3aBEPILUTHCS BUKOHAHHS BIAIOBIIHOTO MOTOKY. BapTo 3ayBa)kuTH, 110 METOJ
join() Moxe OyTH BUKIMKAaHUM JIMIIE OJWH pa3, 1 MOBTOPHE 3BEPHEHHS O HBOTO
COPUYMHUTh TOMHIJIKY BHUKOHaHHs. Llefl migxim € TUOmOBUM [UIsl CUTyallii, KOJIU
pe3yabTaTH poOOTH MOTOKY HEOOX1THI /ISl OAAJBIITNX OOUYHMCIICHb Y TOJOBHOMY MOTOIII
Iporpamu.

AnbpTEepHATHBHUHN BapiaHT — BUKOpHUCTaHHS MeToay detach(), sskuii Bil € IHY€ MOTIK
Big 00’ekta std::thread, mo3Bomisitoun oMy MpOIOBXKYBATH BUKOHAHHA Y (DOHOBOMY
pexumi 0e3 3B 3Ky 3 OCHOBHOIO MPOrPaMHOIO JIOTIKOI0. Y TaKOMY BUITAIKy HEMOXKIIUBO
JIOUEKATHUCSl 3aBEPIICHHS TOTOKY a00 OTpUMATH 10 HbOTO JoCTym uepes join(). Bes
BIJINOBIJIAJIBHICT, 3@ 3aBEpIIECHHA MOTOKY Ta OYMILEHHSA BIANOBIAHUX PpeECypciB
nepexoauTh 10 0i6miorekn BukoHaHHs C++ Runtime, sxa 3a0e3neuye mNpaBUIIbHY

JieaIoKaIlito mcis 3aBepiieHHs (poHOBOT 3a1a4i.
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Big’eqnaHi HOTOKH B AESIKMX BUMAIKAaX HA3UBAIOTh JEMOH-IIOTOKAMU, aHAJIOTTYHO
no kouneniii daemon-nporieciB B UNIX-cucremax, siki pyHKIIOHYIOTh Y (POHOBOMY
pexumi 6e3 6e3mocepeIHbOI B3aEMO/I1T 3 KOPUCTyBaueM a00 TOJIOBHUM IPOIECOM.

OmucaHi MexaHi3MHU € 0a30BUMH KOHIIENITAMHU YIPABIIHHS 0araTornoTOYHICTIO Y
C++, AK1 MatOTh IPUHIIUMIIOBE 3HAYCHHS y peali3allli eKCIIepUuMEHTaIbLHOTO TPOrPaMHOro
KOy B paMkax Ii€i poOoTH. 30Kpema, y NpakTUYHIN 4YacThHI Oyjae peani3oBaHO
MPUKIIATU, II0 TepeadavaroTh sIK CHHXPOHHY KOOPJMHAIIIIO MOTOKIB uepe3 join(), Tak i
ACHHXPOHHE BUKOHaHHA (POHOBUX 3aB/IaHb 3a qonomororo detach().

Ananiz subopy niamgpopmu ons peanizayii oouuciens na GPU

JUist peamizanii TecTyBaHHS Ha rpaplyHOMY MpOLECOpl B paMKax JJaHOIO
nociimxeHHs Oyna oopana miarpopma CUDA (Compute Unified Device Architecture),
aka € i1HcTpymeHToM komranii NVIDIA, chemiaabHO CTBOPEHUM JJisl BHUKOHAHHS
napayiensHux oOuucienb. OcHoBHa mnepeBara Bukopuctanus CUDA mnonsirae B
MO>KJIMBOCTI peaiizaiii oOuuciens 3arainbHoro npusHadeHHs (GPGPU) na GPU 6e3
BUKOPUCTaHHA TpaauliiHuX rpadiuaux API, 1m0 3Ha4HO PO3LIMPIOE T1AMAa30H 3314, K1
MOXXYTb OyTH €(eKTHUBHO BUKOHAHI HA BiICOKAPTI.

Mogens nporpamyBanHs CUDA npornoHye po3poOHUKY 3pydHy aOCTpPAKIIIIO JJIst
KEepyBaHHS apXiTEKTYpOIO MPHUCTPOIo, 0azoBaHy Ha posmoaut Mixk "xoctom" (host) —
IICHTPAJILHUM TIPOIIECOPOM cHcTeMHu, Ta 'mpuctpoem" (device) — rpadiuaum
npoiecopoM. BianoBigHO, BCs onepaTUBHA MMaM’SITh MOAUISAETHCS HA MMaM’SITh XOCTa, J10
akoi Mae goctyn CPU, Ta nmam’saTh mpuctporo, mo BuKopuctoByerbess GPU mis
30epiraHHs JaHUX M1 4ac 0OUYKCIICHb.

CUDA peainizye HEOTHOPIHY (TETEPOTeHHY ) MOJIC]Ib 00UHCIICHB, SIKa TIepeaoadace
PO3IIOLT 3aBAaHb MK PI3HUMH THUITAMH IIPOIIECOPIB — KOXKEH 3 SKUX BIAMOBIIAE 3a Ti
3amayi, Akl BHUKOHYe HailedektuBHime. Takum uymHoM, CPU Moxxe BUKOHYBaTH
MOCJIIIOBHI a00 MeHII mapasnenizoBani omepartii, Toai sk GPU Gepe Ha cebe 3Ha4HI
00CSITM OAHOTUIHHUX OOYHUCIEHb, SKI JIETKO MaclITaOyIOThCS 3a PAaXyHOK BEJMKOI
KUTbKOCTI sifiep. Lle 103BoIsie OCSATTH CYTTEBOTO MPUPOCTY MPOAYKTUBHOCTI Y 3a/1aUax 3
BUCOKHM pIBHEM TMapayielnizmy, SK-OT 00poOKka MaTpuilb, BEKTOPHUX MAaCHUBIB YU

€JIEMEHTHHUX TpaHCHOpMaIliil TaHUX.
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ALU ALU
Control
ALU ALU
Cache =
PCle Bus
DRAM DRAM
CPU GPU

Pucynok 3.7 — ApxiTekTypHa cxema B3aeMo/Iii xocTa Ta npuctporo y mojeni CUDA

(mxepeno: [ymoBHO — CUDA Developer Guide abo aBTopchbKa LmrocTpartis])

Jlns peanizaiiii 004KclieHb Ha rpadiuHOMY MPOIECOPi 3a AOMOMOI0I0 IaThopMu
CUDA Heo0xi1HO J0TpUMYBaTUCh TIEBHOT MOCIIJOBHOCTI [IiH, siKa € ()yHIaMEHTAIbHOIO
Jutst 3amycky O0ynb-sikoi CUDA-nporpamu. Apxitektypa B3aemo/iii mix xoctoM (CPU) ta

npuctpoeM (GPU) 6a3yeTbest Ha TPHOX KIIFOUOBHX €Tanax:

1. [lepenaua BxigHuX naHux 3 oneparuBHoi mam’sTi xocta (CPU) y mam’sth
npuctpoto (GPU).
2. BukoHaHHS 1HCTPYKUIA Ha rpapiyHOMY MPOLECOPl LUIAXOM 3aIyCKy

creriagbHOi PYHKITT, 10 peatizye 00UnCIeHHS.

3. 3BOpOTHE KOMitOBaHHA pe3ynbTariB 13 mam’ati GPU nazan y nam’site CPU
JUISL TIOAQITBIIIOTO aHami3y ab0 0OpoOKH.

s cxema 3a0e3neuye MOBHUM LMK B3a€MOJII MK LIEHTPAJIbHUM Ta rpadiyHuM

MIPOIIeCOpaMH, IO LTFOCTPYETHCS Ha PUCYHKY 3.8.

SM-0 SM-1 SM-(N-1)

Registers
(256 KB per SM in A100)

L1/SMEM
(192 KB in A100) | | | 52 KB In A100 o 9 o0

I

L2 Cache (40 MB in A100)

[

Global Memory (DRAM, 40 GB in A100)

Pucynok 3.8 — Y3aranpHeHa cxema eTariB BUKOHAHHS 00YHMCIIIOBAIEHOTO MPOIIECY B

cepenouiti CUDA
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Hentpansaum enementoM obuncienb y CUDA € tak 3BaHe "kepHen-QyHKIisA"
(kernel) — e ¢yHKIA, IO BUKOHYETHCSA OE3MOCEPEIHBO Ha rpadiqHOMY IMPOIIECOPI.
OcoOnuBICTIO KEpPHENIY € Te, 110 BIH 3aIlyCKA€ThCS MapayiesIbHO Y BEJIMKINH KUIBKOCTI
MOTOKIB, Jie KOXKEH MOTiK 00pobJisie okpemuil pparMeHt ganux. Taka Mojienb 00YUCICHb
BiJIOMa K MOTOKOBa (stream) Mojelb OOpOOKM JaHUX, Y MeXaxX SKOi BCl €JIEMEHTH
BXI1JIHOTO MaCHUBY MOXYTh OyTH 00p0OOJIeHI He3aJIeKHO OJIMH BiJ OJTHOTO.

Kox mporpam numeTsces 3a gornomororo posmuperns Mmosu C, Bizomoro sk CUDA
C, 1110 103BOJISI€ OTOJIONIYBATH CIICI1ANIbHI KepHENI-PYHKIIT, BKa3yBaTH KIJIbKICTh TOTOKIB
JUIsl BUKOHAHHS 1 KepyBaTW Mam SITTI0 HpucTporo. Kommuismia BigOyBaeTbes 3a
JIOTIOMOTOI0 CHEIIaIbHOTO KOMIIUIATOpAa NVCC, SKHM JT03BOJISIE TPAHCIIOBATH KOJ Y
BUTJISI, cyMicHUH 13 apxiTekTtyporo NVIDIA GPU.

TakuM 4YMHOM, ONMHMCaHAa MOJENb peali3y€ MOBHOIIHHY MIATPUMKY MacCHBHO-
napajenbHUX 00YHCIIEHb, 1110 € OCHOBHOO nepeBaroto Bukopuctanusa CUDA vy 3agauax
BHCOKOI OOUHCITIOBAJIBHOI CKJIQAHOCTI.

V¥ xontekcri apxitektypu CUDA KOXHa OJMHHUILSL BUKOHAHHS KepHEeNI-(QyHKIIIi
BIJINIOBIJIA€ amapaTHOMY SIApY TpadidHOro MpoIecopa, SKe Mae Ha3By IMOTOKOBUUN
nporecop (Streaming Processor, SP). Ili enemeHTapHi oOYHCIIOBaIbHI OJOKHU
00’ €HYIOThCSL Yy OUIBbII (PYHKIIOHATBHI OJIMHUIII — TOTOKOBI MYJIBTHUIIPOIIECOPU
(Streaming Multiprocessor, SM). ¥V cBoto depry, Kijbka MyJbTUIIPOIIECOPIB (POPMYIOTH
Kkiactepu TekctypHux nponecopiB (Texture Processor Clusters, TPC), mo €
XapakTepHOIO pucoro anapaTtHoi cTpyktypu GPU-npuctpois Big NVIDIA.

JUist y3ropKeHHsI IPOrpaMHOro KOy 3 L€l anapaTHOI CTPYKTYPOIO, Y MOJEI
CUDA nepenbaueHo aOCTpaKTHY 1€papXil0 BUKOHYBAaHUX €JIEMEHTIB, SIKa BKJIIOYAE:
noTik (thread), 6mox motokiB (block) Ta citky OnokiB (grid). Yci moroku, siki
CTBOPIOIOTHCSI B PE3yJIbTaTi OJHOTO 3alMyCcKy KepHena, (OpMyIOTh €IMHY CITKY, SIKa, B
CBOIO UEPTY, CKJIAJIA€ThCS 3 0araThox OJIOKIB. Y Ci MOTOKH B MEXKaxX OAHIET CITKM MalOTh

JOCTYII 10 T100aibHOi Tam’sTi pucTporo (puc. 3.9).
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CUDA thread CUDA core

CUDA streaming
CUDA thread block Multiprocessor(SM)

W w [

CUDA-capable GPU

CUDA kernel grid
pr— TN 2222\2‘%\;; '

Pucynoxk 3.9 — lepapxiuna monens Bukonanusi CUDA-niporpamu: citka, 0J10KHu Ta

ITIOTOKH

KoskeH 070K CKIAQgaeThCcsl 3 MHOKHWHU TTOTOKIB, SIKI MOXYTh B3a€EMOISTH MiX
co0010 Yepe3 CIUIbHY JOKaJbHY maM’sTh Oyioka. Taka CTpPyKTypa T03BOJISE THYYKO
MacmTadyBaTh OOYMCIICHHS, PO3MOAUISIOUN X MK BEJTHUKOIO KUIBKICTIO MapayieIbHUX
noTokiB. CiTka MOXe OyTH OJHOBHMIPHOIO, JBOBHUMIPHOIO a00 TPUBHUMIPHOIO, IO
pOOUTH MOJIECNIh HAJ3BUYAHO MPHUIATHOIO JJIT POOOTH 3 BEKTOpAMH, MATPHIIMU a00

TPUBUMIpHUMHU MacuBamu (puc. 3.10).

Host Device

Grid

Kernel ——  Block Block Block
(0, 0) (1.0) 2.0

Block”  Block - Block

RO “©n e

Block (1, 1)

Pucynok 3.10 — Bizyanizauis citku 6510kiB 1 moTokiB y CUDA Ta iX ineHTHdikaris
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Jlnst 3BepTaHHS 0 KOHKpPETHOTO MOTOKYy abo Omoka y CUDA mepenbaueni
BOY/TOBaH1 TPMBUMIPHI 3MiHHI:

— threadldx. BukopucToByeThCS TS iHACKCAIlIT OKpEMUX ITOTOKIB yCepearHi 0JI0Ka;
— blockldx. Bigmosinae 3a ingekcariiro 6;10ka BCEpeIrHI CITKH.

[{i 3MiHHI TO3BOJSIOTh ABTOMATUYHO BH3HAYATH IO3MINIO TOTOKY abo Ojoka y
0araToBUMIPHOMY OOYHMCIIIOBAIBHOMY IPOCTOPi, IO 3HAYHO CIIPOIIY€E peaTi3alliro
napasenbHO1 JIOT1KH MpU 00poOIll CTPYKTYpOBaHUX JIaHUX, 30KpeMa BEKTOPIB 1 MaTPHIIb.

3aBagku AocTymy a0 TpuBuMipHux kKoopauHat threadldx Ta blockldx, y CUDA
MO>KJIMBO THYYKO OpraHizyBaTH oOpOOKYy BETUKHUX OOCSTIB JIaHUX, PO30HMBAIOYM iX Ha
OKpeMi (parMeHTH, KOXKEH 3 SKUX OOpOOJSETHCS BIANOBIIHUM MOTOKOM. 30KpEMa,
ctpyktypa threadldx.x, threadldx.y, threadldx.z no3Bonsie agpecyBatu okpeMi MOTOKH
BcepeauHi Onoka, a blockldx.x, blockldx.y, blockldx.z — ineHTHdiKyBaTH KOHKpETHI
Oloku y Mexax Bci€i citku. Lle mae 3Mory peani3oByBaTH €(pEKTMBHY NapaliebHy
0o0poOKy BEKTOpiB, MaTpullb Ta 00’eMHHMX MacuBiB. OpnHak, apxitektypa CUDA
HaKJIaJa€e arnapatHe oOMekeHHs — He Ouibiie HK 1024 moToku Ha GJ0K, 110 MOTPIOHO
BpPaxOBYBATH IPU MPOEKTYBAHHI AJITOPUTMIB.

BaxnuBum acnexktom epextuBHoro sukopuctandss CUDA e opranizartis iepapxii
naMm’aTi y rpadiuHomMy mporiecopl. BoHa mpeacTaBiieHa y BUIJISAI ITSITU OCHOBHHX
piBHIB, KOXEH 3 IKMX BUKOHYE MeBHY pouib (puc. 3.11):

1. Perictpy — HaMImBUAIIMN THN T1aM’sTi, IO € TPUBATHUM JJII KOXXHOTO
noToKy. KoMmiJissTop caMOCTIMHO BU3HAUAE, K1 3MIHHI CJIiJT PO3MICTUTH B pericTpax.

2. Shared Memory (SMEM) — mBuKa JIoKaJibHa 1MaM’siTh, CIUIBHA JJIS BCIX
MOTOKIB y MEXKax oJHOro 0Jioka. BoHa peani3yeThes sik yacTuHa kenry L1 1 3a06e3neuye
OOMIH JaHUMHU M1 TTOTOKaMHU 0JI0Ka 3 MIHIMAJIbHUMU 3aTPUMKaMHU.

3. Read-only mam’sTh — BKITIOYA€ KEIIl iHCTPYKIIiH, TOCTIiHY am’aTh (constant
memory), TEKCTYpHY IlaM’sTh Ta KeIml TUIBKK JUId 4YuTaHHA. [lpu3HadeHa s
ONTHUMI30BaHOTO JIOCTYITY /10 HE3MIHHUX JaHHX.

4, Kem L2 — rnobanbHui Kell, SKAH BUKOPHCTOBYETHCS BCIMa
MYJIbTUIIpOIIECOpaMu. 3abe3nedye AOCTYIl A0 MamM sTi MK OJOKaMH, MpaIolyu sK

MIOCEPEIHUK MK TJI00QTBHOIO Ta JOKAJIBHOIO IMaM’ ITTIO.
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d. ['mo6anbra mam’sitk — ocHoBHa mam’sitk GPU (DRAM), saxa cmyrye

KapoBUM OydepoM it 30epiranHs JaHuX, 10 HAIXOAATh 13 XOCTa a0 mepeaaroThes 10

HBOTO.

SM-0 SM-1 SM-(N-1)

I

L2 Cache (40 MB in A100)

I

Global Memory (DRAM, 40 GB in A100)

Pucynok 3.11 — Iepapxis opranizauii mam’sti rpagp1yHOro Npouecopa 3 miATPUMKOIO

CUDA

[Ile omHMM BaXJIMBUM IMapamMeTpoM, skuil xapaktepuszye GPU y koHTeKcTi
oOuuciens, € oouncmoBaibHl MoksnBocTi (Compute Capability). Ile xapakTepucrtuka,
0 BHU3HA4Ya€ (YHKIIOHAIbHI MOXJIMBOCTI Ta MIATPUMYBaHI amapaTHl I1HCTPYKIIT
KOHKpeTHO1 Bineokaptu. Bepcis Compute Capability nomaerbes y popmati X.Y, 1e X —
OCHOBHA BepCis apxXITeKTypu, a Y — JpYropsiAHe YTOYHEHHS, IO BIJIIOBIJAE
MOCTYIOBOMY BJIOCKOHAJIEHHIO MIKPOAPXITEKTYPH.

Hanpuxitan:

— GPU GeForce 360M (2010 pix) mae Compute Capability 1.0;
— GPU GeForce GTX 750 (2014 pik) — 5.0;
— GPU Quadro RTX (2018 pik) — 7.5.

s iHdopMaIrisi BAKOPUCTOBYETHCS 11T 4aC KOMITUIALIT Ta BUKOHAHHS TIPOTPaM JIJIst
BU3HAYEHHS, AKI (QYHKIII JOCTYMHI HA KOHKPETHOMY MPUCTPOI, 1 JO3BOJIIE KOPEKTHO
aJanTyBaTH KoJi 0 HasgBHOI apxiTtektypu GPU.

Taxkum ynnoM, mathopma CUDA BucTymnae MOTYKHUM 3aCO00M JIJisl peastizariii

obOuuncnenp 3aranbHoro npuszHaueHHs: (GPGPU), mo BUXOAATh 32 MeX1 TPaaUIIITHOTO
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rpadgiyHoro peraepuHry. BoHa Hagae po3poOHUKaM 1HTETpOBaHMA HAOIP THCTPYMEHTIB
— BiacHy MoBy nporpamyBanHsa (CUDA C), koMmiuisiTop (nvee) Ta YiTKO BH3HAYEHY
MO/ieJIb BUKOHAHHS, OPIEHTOBAHY Ha €()EKTUBHY B3a€EMO/IIIO 3 AlIAPATHOIO apXITEKTYPOIO
GPU. 3ampoBamkeHHs wi€i 1iatGopMu CTajio KIOYOBUM €TalloM Y PO3BUTKY
napajeiabHUX OOYHCIeHb, 3POOMBIIM MOXIJIMBHM MacIITaOyBaHHS pillieHb Yy cdepi
1HKEHEPHOI'0 MOJICNIIOBaHHS, OOPOOKH BEUMKHUX JAHUX, IITYYHOTO IHTEJIEKTY Ta 1HIIUX
pPECYpCOEMHUX 3a/1a4.

3aBIsSKM CBOIM THYYKHMM MEXaHI3MaM pO3MOJUTY OOYHCIICHb, MIATPUMIL
OaraTopiBHEBOI IaM 4TI Ta MOKJIMBOCTI TOYHOTO KOHTPOJIO HaJ apXiTEKTYpOIO
BukoHaHHs, CUDA Ha ChOTOJHIIIHIA I€Hb 3QJIUIIAETHCS OJHUM 13 Halle()EKTUBHIIINX
IHCTPYMEHTIB JJI peanti3allii BUCOKONPOAYKTUBHUX HerpadiyHUX OOYHMCIIeHb Ha 0asi

B1JICOKapT.

3.3 benumapku ta anaui3 epexruBHocti GPU B nopiBusinni 3 CPU

[TocTaHOBKa EKCIEPUMEHTY Ta XapaKTEPUCTHUKA OOpaHUX MIPUCTPOIB

Meroto nmaHoOro eTamy AOCHIDKEHHS € TPOBEJACHHS TMOPIBHAJIBHOTO aHali3y
e(EeKTUBHOCTI BHKOHaHHS oOuMcieHb Ha rpadiyHomy npouecopi (GPU) Ta
nentpaasHoMy mporiecopi (CPU). Amnamiz 371HCHIOETBCS Ha TMpUKIaal  0a30BHUX
MaTeMaTUYHUX Olepamiid, SKi MHUPOKO 3aCTOCOBYIOTHCS B TEXHIYHMX, HAYKOBUX 1
MPUKIATHUX OOYUCICHHSAX:

— CKaJISIpHUH 100YTOK BEKTOPIB;

— MHOXCHHS MaTpPHIIb;

— JI0JIaBaHHS] MaTPHIIb;

— no1aBaHHs MaTpHIlb 13 kKoedimieatom (kA + B);

— JIJIEHHSI MaTPUIll HA YUCJIO.

Sk OyJ10 BCTAaHOBJICHO y TIOTIEPETHIX PO3ALIax, pO3MIp BXITHUX TaHHUX Ta KIJTBKICTh

napajielbHUX TMOTOKIB BHUCTYNAalOTh KPUTHYHUMH (aKTOpaMu, L0 BHU3HAYAIOTh
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edeKTHBHICT, o0uncieHb. Came TOMy y MeXaxX IbOTO JOCTIKeHHS Oyjae 3MiiCHEHO
CEpir0 TECTIB 3 MOCTYIMOBUM MacCIITa0yBaHHSM OOCSTIB TaHUX:

— 171 BeKTOpHUX oneparlii — Big 256 g0 81 920 000 enemenTis;

— s matpuaHux — Bix 40% mo 300? enemenTiB (ToOTO 10 moHa 90 000 enemeHTIB y
KOKHIM MaTpHiIIi).

Koxne 3aBmanHs Oyne peaii3oBaHO y JBOX BapiaHTax: 3 BUKOPHCTAHHSIM
OararonorokoBoi peamizaili Ha C++ nns CPU Tta napanensnoro kepueny Ha CUDA st
GPU, mo 103BoAHTH MpoBecTH 00’ €KTUBHE MOPIBHAHHA OOUYMCITIOBAIBHOI MOTYKHOCTI
IIPUCTPOIB.

Jlns mpoBeneHHS TEeCTyBaHHS OOpaHO JBa PI3HUX I[EHTPAIBHUX TPOIECOPH,
MPEJICTaBICHUX Y HOYTOYKax:

— Intel Core i7-10850H. Cyuyacuuii BucokonpoayktuBauii CPU 3 Benmkoro
KUIBKICTIO AJIep Ta MOTOKIB, MPU3HAYEHUN JUIsl MpOodeCcIMHUX 3a1a4 1 MOOLITbHUX
pobounx craHiii (puc. 3.12);

— Intel Core 15-7200U. binbm eHeproeeKTUBHUN Ta OIOKETHHN BapiaHT,

XapaKTepHUit i1 oicHUX abo moOyToBuX cucteM (puc. 3.13).

CPU Specifications

Total Cores @ 6

Total Threads @ 12

Max Turbo Frequency ® 5.10 GHz
Intel® Thermal Velocity Boost Frequency & 5.10 GHz

Intel® Turbo Boost Max Technology 3.0 Frequency ' @ 4.90 GHz

Processor Base Frequency @ 2.70 GHz

Cache @ 12 MB Intel® Smart Cache
Bus Speed @ 8 GT/s

TDP @ 45 W

Configurable TDP-down ® 35W

Pucynox 3.12 — Texniuni xapakrepuctuku mpoiecopa Intel Core 17-10850H
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CPU Specifications

Total Cores @ 2

Total Threads @ 4

Max Turbo Frequency & 3.10 GHz
Intel® Turbo Boost Technology 2.0 Frequency' @ 3.10 GHz
Processor Base Frequency & 2.50 GHz
Cache @ 3 MB Intel® Smart Cache
Bus Speed @ 4 GT/s
TDP @ 5w
Configurable TDP-up Base Frequency ® 2.70 GHz
Configurable TDP-up ® 25w
Configurable TDP-down Base Frequency ® 800 MHz
Configurable TDP-down & 7.5W

Pucynok 3.13 — Texniuni xapakrepuctuku rnpoiecopa Intel Core 15-7200U

Jliist mpoBeneHHs: 00unceHb Ha TpadiuHUX MPOIEecopax y paMKax JOCIHIKEHHS
oyJsio oopano Tpu mojaeni GPU pizHoro kiacy, 1o A03BOJISIE€ OM[IHUTH MPOAYKTUBHICTh
napajielbHUX OOYHMCIICHb SIK HA CIIO’KUBUOMY, TaK 1 Ha MpodeCIHHOMY pIBHSIX.

1. NVIDIA GeForce 940MX — mpeacraBHUK MOOUIBHOTO CETMEHTA,
BOY/JIOBaHWI y TEPCOHAIBHUA HOYTOYK, MPU3HAYCHHWH TSI MOOYTOBUX 3aBlIaHb Ta
O0OMEKEHUX 00YHUCITIOBATIBHUX CIIEHAPIiB.

2. NVIDIA Tesla P100 — cepepHa BijieokapTa 3 BUCOKOK OOYHCITIOBAITLHOIO
MOTY>KHICTIO, sIKa HaJaeThesl y cepenoBuiill Google Colab, ontumMizoBaHa 1Jisi HAyKOBUX
JOCITIJIKEHB Ta TIIMOOKOTO HABYAHHSI.

3. NVIDIA GeForce RTX 3080 Ti — moryxHa BigeokapTa 3 MiATPUMKOIO
HOBITHBO1 apXIiTEKTypu Ampere, 0 BUKOPUCTOBYETHCS HA BIIIAJICHIA MAIIWHI IS

BHUCOKOITPOTYKTUBHUX PO3PAXYHKIB Y PEATbHOMY Yaci.
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N16S-GTR-B/S

Maxwell

384 - unified

42

16

1122 - 1242 (Boost) MHz
4000 effective = 1253 MHz
64 Bit

DDR3, GDDR5

4GB

no

40.1 GB/s

DirectX 12 (FL 11_0), Shader 5.0, OpenGL 4.5
15-25 Watt

1.9 Billion

28 nm

3.0

GPU Boost 2.0, Optimus, PhysX, CUDA, GeForce

Experience, GameWorks
medium sized

10.03.2016 = 3320 days old

www.geforce.com

Pucynok 3.14 — Texniuni xapakrepuctuku GPU NVIDIA GeForce 940MX

TECHNICAL
SPECIFICATIONS

Peak double-precision
floating point
performance (board)

Peak single-precision
floating point
performance (board)

Number of GPUs

Number of CUDA cores

Memory size per board

Memory Interface

Memory bandwidth for
board (ECC off)2

Thermal Solution

Max Power Consumption

Form Factor

System

12GB HBM2

Tesla P100

4.7 Tflops

9.3 Tflops

1x GP100

3584

16GB HBM2

3072-bit 4096-bit

540 Gbytes/sec

720 Gbytes/sec

Passive

250W

4.376"H x 10.5" L

NVIDIA Certified Servers

Pucynok 3.15 — Texniuni xapakrepuctuku GPU NVIDIA Tesla P100
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Model TUF Gaming GeForce RTX" 3080 Ti
Graphic Engine NVIDIAE GeForce RTX" 3080 Ti
Bus Standard  PCl Express 4.0

OpenGL OpenGL4.6

Video Memory 12GB GDDR6X (Boost Clock)
Gaming mode: 1665 MHzost Clock)

CUDA Core 10240

Memory Speed 19 Gbps

Memory Interface 384-bit

Resolution Digital Max Resoution 7680 x 4320

Interface Yes x 2 (Native HDMI 2.1)
Yes x 3 (Native DisplayPort 1.4a)

Pucynox 3.16 — Texniuni xapakrepuctuku GPU NVIDIA GeForce RTX 3080 Ti

VY upoMy Tiapo3aiIi po3rIIsIaloThCsl 0COOIUBOCTI peai3allii 00poOKH MaTpUIlhb Y
pamkax ekcrnepumeHTy sk Ha CPU, tak 1 ma GPU. VY Bcix peamizamisix Marpuiii
MPEACTABIIAIOTHCS Yy BUTJISI OJTHOBUMIPHUX MAacHUBIB, IO JIO3BOJISIE CIIPOCTUTH POOOTY 3
nam’sITTIO, YHUKHYTH 3allBOrO HaKJIAJAHOTO KOy JJsi JOCTYIy JO €JIEMEHTIB 1
3a0€3MeUnTU HEMEpPEepBHE PO3MINICHHS JaHUX y HaM’sTi. Y KOHTEKCTI KBaJpaTHHUX
MaTpHIlh, SKI 3aCTOCOBYIOTHCS Yy JaHiil poOOTi, HOCTYN JO €JIEMEHTIB 3/IIHMCHIOETHCS
IIUIIXOM OOYHMCIICHHS 3CyBY 3a JOIOMOTOIO 1HJIEKCY PsKa Ta PO3MIPHOCTI:

element[i][j] = array[i * N + j]

Taka anpecariis 3a0esneuye ehEKTHBHY aJOKaIlll0 1 JOCTYN 0 €JEMEHTIB,
3MEHILYIOUM PU3UKH (PparMeHTanli nmaMm’sTi Ta MiABUIIYIOYH HIBUIKOIII0 OOYMCIIEHb.
3aBAsSKU MMOBHOMY PO3IUICHHIO OOPOOKHM KOKHOTO €J1€MEHTa, He BUHHMKAE MOTPEOU y
CHUHXPOHI3allil MOTOKIB — yc1 O0YHMCIEHHS MOXKYTh OyTH BUKOHAHI HE3aJ€KHO OJIMH BiJ

OJIHOTO, 1110 € 1JIeaJIbHUM BHUITQJIKOM ISl TapajienbHoi peanmizaiii. Ha neHTtpaasHOMy
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mporiecopi 00poOKa MaTpHIll 3MIMCHIOETHCS MIJITXOM PO3MOLTY Alana3oHIB PSIAKIB MiK
OKPEMHMH TOTOKAMH, 1€ KOKCH MOTIK MOCIIJOBHO MPOXOAUTH YCI CTOBMIN Y MeXax

CBO€T 00J1aCT1 BIAMOBIAIBHOCTI. Takui MiaX1] 1TIOCTPYETHCA Ha pUCYHKY 3.17.

= = |
[hreadl =, All Al2 Al3 | Al4
thread2 -> A21 | A22 | A23 [ A24
thread3 -> A31 | A32 | A33 | A34
thread4 -> A41 | A42 | A43 | A4

Pucynok 3.17 — Cxema 06xoay Matpuii y 6aratonotokoBiii CPU-peanizaiii: po3noii

prI[KiB I10 ITIOTOKax

VY peanizaumii Ha CUDA iHzAekcaliss €JIeMEHTIB MaTpulll 3HAYHO CIPOIIYETHCS
3aBIIKM BHUKOPHCTaHHIO BOynoBaHux 3MiHHHX blockldx, threadldx, blockDim, mio
JO3BOJISIIOTh  €MYJIFOBaTH JBOBUMIPHY CTPYKTYpPY CITKM IOTOKIB, $IKa BIJAINOBiIa€
CTPYKTYpl caMmoi maTpulll. TakuM 4MHOM, KOKHOMY IMOTOKY aBTOMAaTHUYHO BIAOBIAA€
YHIKQJIbHUM €JIeMEHT MaTpulll, 10 Ja€ 3MOrYy AOCATTH MaKCHUMAaJbHOi MPOCTOTH Ta
e(heKTUBHOCTI peaizallii 0e3 J10JJaTKOBUX PO3PAXYHKIB.

BuznauenHs onTuManbHOI KUTBKOCTI IOTOKIB IIpy BUKoHaHH1 3a71a4 Ha CPU Ilepen
noyatkoM Oe3nocepeannoro nopiBHsHHs CPU Tta GPU y BUKOHaHHI O0YHCTIOBAIEHUX
3ama4d, OyJI0O MPOBEACHO CEpII0 TMOMEPEIHIX EKCIEPUMEHTIB, METOI SIKUX OyJo
BU3HAUEHHS ONTHUMAJBHOTO pPEXHUMYy 0araromoToKOBOi pPOOOTHM  LIEHTPAIBLHOTO
nporiecopa. st nboro peaizoBaHO TECTYBaHHS 3 PI3HOIO KUIbKICTIO aKTUBHHUX MOTOKIB
Ha koxxHOMY 3 1BoX CPU: Intel Core 17-10850H Tta Intel Core 15-7200U.

benumapk npoBoIMBCS HAa OCHOBI Cepii TECTIB, Y MeXax SKUX BUKOHYBaJach OJHA
3 00paHuX 3a7a4 (Hanpukiajd, 10AaBaHHs a00 MHOXKEHHS MaTPHUIIh), & KUTbKICTh OTOKIB
MOCTYTIOBO 3MiHIOBajacs. Yci 3aMipH 4acy BUKOHAHHS IPOBOAMIIUCS y MUTICEKYH/aX, a
BX1JH1 JJaH1 POpMYyBaIUCh y BUIJISAI KBaAPATHOT MAaTpULll po3MipoM size X size. Koxen
eKCIIEpUMEHT MoBTOproBaBcs 10 pasiB, micis 4Oro OOYUCITIOBANIOCS CEpeIHE 3HAUYCHHS
yacy BHUKOHAHHS, IO JIO3BOJIAE€ HIBETIOBATH BUIAJKOBI (DIyKTyari Ta MiIBUITUTH

JIOCTOBIPHICTh PE3YJIbTaTIB.
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PesynpTatu TectyBaHHs HaBeneHo Ha pucyHkax 3.18-3.19. Ha xoxnomy 3
rpadikiB MpeacTaBICHO 3aJIEKHICTh Yacy BUKOHAHHS BiJl KUIBKOCTI MOTOKIB PU P13HUX
po3Mipax BXIIHUX MaTpHIlb. AHaI3 UX I'padikiB T03BOJSIE 3pOOUTH BUCHOBKH IIIOJIO
TOTO, 3a SKUX KOH(}ITYypalliid mapanenizailii J0CATaeThCS MiHIMaIbHUN Yac BUKOHAHHS

I KOJKHOTO IIponecopa.

mean time for i5_div

Pucynok 3.18 — CepenHiii yac BUKOHaHHS OTIepallii A1IEHHS MaTPUIll Ha CKaJIIp Ha

nporuecopi Intel Core 15-7200U (ycepeaneno 3a 10 3amyckiB)

Ak BunHO 3 pucyHka 3.18, HaliMeHIINIA cepeHii Yac BUKOHAHHS OTIeparlii J1JICHHS
MaTpuill Ha ckaiasap Ha nporecopi Intel Core 15-7200U Oyno AOCSITHYTO mHOpH
BUKOPUCTAaHHI YOTHUPHbOX MOTOKIB. Taka KOH(QIrypauis BUSBWIACH ONTUMAJIBHOIO JUIS
JaHOi 3ajayi, 3a0e3MeyMBIIM HAWBMINY NPOAYKTHBHICTh. BomHowac, pesynbrarw,
OTpUMaHi TIPY BUKOPHUCTAHHI JIBOX Ta BOCBMHU TOTOKIB, TAKOXX BUSBHIIHCS JTOCTaTHBHO
ONMM3BKUMH 70 MIHIMAJIBHOTO 3HAYEHHS, 10 CBIJYUTH MPO BIJIHOCHY CTaOUIBHICTH

e(eKTHUBHOCTI Y MeXaX IIhOTO J[ialla30Hy PiBHIB Mapasiesnizarii.
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mean time for i5_sum

Pucynok 3.19 — CepenHiii yac BUKOHaHHS OTiepallii JoAaBaHHsI MaTPHUIlh HA MPOLIECOpi

Intel Core i5-7200U (ycepemueno 3a 10 3amyckiB)

SIk cBimuaTh pe3ynbTaTH, HaBeACHI Ha PHUCYHKY 3.19, Xapaktep 3MiHH dacy
BUKOHaHHS omepaiii nojaBanHa Matpuilb Ha Intel Core 15-7200U € momiOHuM 10
CIIOCTEPEXKEHOTO I omepariii guteHas (quB. puc. 3.18). OnTuMamsHUM BapiaHTOM
3HOBY BHSBHIIOCH BHUKOPHCTAHHA YOTHUPHOX TMOTOKIB, IO 3a0€3MeUniI0 HAWHMKIUN
CepeliHii Yac BUKOHaHHs. BojHouac, TBOMOTOKOBA Ta BOCBMHUIIOTOKOBA KOH(DIrypaiii
TaKOX MPOJIEMOHCTPYBAJIM MOPIBHAHO BUCOKHUI piBEHb €(DEKTUBHOCTI, 1110 MIATBEPIAXKYE
CTIHKICTh MPOAYKTHBHOCTI IILOTO MPOIIECOpPa B MEXKaX MOMIPHOT 6araTormoTOYHOCTI.

mean time for i5_coef

Pucynok 3.20 — Cepenniii yac BUKOHAHHS OTepallii 10JjaBaHHs MaTPHUIIb 3
koedimieatom (kA + B) na niportecopi Intel Core 15-7200U (ycepeaneno 3a 10

3aITyCKiB)
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3rifHO 3 pe3yJibTaTaMu, MOJAHMMU Ha pHUCYHKY 3.20, BUKOHaHHS oOmeparii
no/aBaHHsA MatTpuils 3 KoedimieHToM (KA + B) meMoHCTpye aHaJOTidyHy 3aJIeXkKHICTh
IPOAYKTHBHOCTI BiJl KIJIBKOCTI TIOTOKIB, SIK 1 Y MonepeaHix Bunaakax. HaliMenmmii uac
obunciieHb 0yso 3adiKCOBaHO MPU BUKOPHUCTAHHI YOTUPHOX MOTOKIB, IO MIATBEP/IKYE
CTaIICTh 111€1 KoHbIryparii sk ontuManbHo1 s 15-7200U y 3amavax pojnaBaHHs. SK 1
pawiie, KoH(pirypaiii 3 JBOMa Ta BichMOMa TOTOKaMH TaKOX 3a0€3MeUyI0Th Pe3yJIbTaTH,
HAOMIDKEHI 0 ONTHUMAJIbHMX, IO CBIAYUTH MpPO €(EeKTUBHE MacluTaOyBaHHS 3aJay

TaKOTO TUITY Ha I[bOMY ITPOIIECOPI.

mean time for iI5_muit

Pucynok 3.21 — Cepenniif yac BAKOHAHHS OTiepallii MHOKEHHSI MaTPHUIIb Ha TIPOIECOpi
Intel Core i5-7200U (ycepemueno 3a 10 3amyckiB)
SIx BUIHO 3 pucyHKa 3.21, y BUMagKy MHOXKEHHS MaTPHUIlb CIIOCTEPITaeThCs ACIIO
1HIIa TMHAMIKa, OPIBHSHO 3 MoNepeaHiMu onepauisMu. Halikpaiuii pe3ysbTat 3 TOUKH
30py 4acy BUKOHAHHS 3HOBY OyB JOCATHYTHH NMPU BUKOPUCTAHHI YOTUPHOX MOTOKIB,

OJIHaK BIAMIHHOCTI MK KOH(ITYpalisiMH CTaau OUIbII TOMITHUMHU.
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mean time for i7_div

Pucynok 3.22 — Cepenniii yac BUKOHAHHS OTIEpallii IUICHHS MaTPUIll HA CKaJsip Ha

nporiecopi Intel Core 17-10850H (ycepenneno 3a 10 3amyckiB)

SIKk meMOHCTpYy€e pUCYHOK 3.22, MpH BUKOHAHHI omepallii MiJeHHS MaTpuill Ha
ckassip Ha nporecopi Intel Core 17-10850H naitnmxumii cepentiii yac 0yJ10 JOCSITHYTO
OpyU BHUKOPUCTAaHHI BOCBMH TMOTOKIB. Il KoHbirypamis BusBUIaCh HAMOUIBII
epEeKTUBHOIO Cepel MPOTECTOBAHMX, MI0 Y3TOMKYETbCA 3  ApXITEKTYPHUMH
0COOJIMBOCTSAMH 17, 30KpeMa — OUIBIIOI KITBKICTIO (DI3UYHUX Ta JIOTIYHUX SIEP
nopiBHAHO 3 15. Chij TaKOXK BIJI3HAYUTH, 10 IPUPICT TPOIYKTUBHOCTI IPH MEPEXO1 Bl
YOTUPHOX /10 BOCBMH MOTOKIB € CyTTEBUM, IO MIATBEPIKYE N0OPY MACIITAOOBaHICTh

1boro CPU B ymoBax 6aratornoTokoBHX OOYHCIICHb.

mean time for i7_sum

threads —e— 1 —e PR— —

Pucynox 3.23 — Cepenniii yac BUKOHAHHS OTIEpAIlii 10aBaHHsI MAaTPHUIlh HA TIPOIIECOpi

Intel Core i7-10850H (ycepeaneno 3a 10 3amyckiB)
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Ha pucynky 3.23 BimoOpakeHO pe3yJbTaTH TECTYBAaHHS OTepailii J0JaBaHHS
matpuilb Ha Intel Core 17-10850H. HaiiBuma mnpoayKTUBHICTH 3adikcoBaHa IMpHU
BUKOPHCTaHHI BOCAMHU TOTOKIB, IO CBIAYXTH PO €hEKTUBHY peati3alliio mapaieiizmy
Ha 1bpomy Tiporecopi. Koudirypamii 3 dYoTthpMa Ta UIICTHaAUSITAMA TMOTOKaMU
JIEMOHCTPYIOTh TaKOXX BHCOKI pe3yJbTaTH, MPOTE MOAaibIle 30UIBIICHHS KIJIBKOCTI
MOTOKIB HE 3aBXKI MIPU3BOIUTH JI0 3HAYHOTO TTOKPAIICHHSI — 1€ MOKe OyTH OB’ SI3aHO 3
HaKJIQJIHUMHU BUTpAaTaMH Ha CHHXPOHI3aIliI0 Ta PO3MO/ILT 3a/1a4 ITPU HAAMIPHINA KUTBKOCTI

napajieJIbHUX TUIOK.

mean time for i7_coef

Pucynok 3.24 — Cepenniii yac BUKOHAHHS ONEpallii 10AaBaHHs MaTPULb 3

koedimientoM (kA + B) na npomnecopi Intel Core 17-10850H

Sk moka3zaHo Ha pUCYHKY 3.24, mpu BUKOHAHHI omneparii JoJaBaHHS MaTpUlb 3
koedimieatom Ha Intel Core 17-10850H ontumanbHuUM  3HOBY  BUSIBUBCS
BOCBMUIIOTOKOBUM pexkuM pobotu. lle miarBep/kye 3arajibHy 3aKOHOMIPHICTb,
BCTAaHOBJIEHY y momnepenHix tecrax: 17-10850H HaiiOinbim edeKTUBHO pearizye
napajiefibHi OOYHMCIICHHS TIPM CEPEAHhOMY pIBHI HABAaHTAKCHHSI, SKE BIIIOBIIAE
KUIBKOCT1 (Pi3uyHuX a0o0 JoriyHux sgep. Sk 1y BuUmaaky 3 0a30BUM J0JABAHHSIM,
3pOCTaHHsI KUIBKOCTI MOTOKIB MOHAJ ONTHMAalbHE 3HAYEHHS HE 3a0e3nedye JiHIHHOro
MOKPAIICHHs, a B JICSIKUX BHUMAJKaX HAaBITh JEIIO 3HUXKYE €(GEeKTUBHICTh dYepes

MEePEBUTPATH HA MIKIIOTOKOBY KOOPAMHAITIIO.
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mean time for i7_mult
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Pucynox 3.25 — Cepenniii yac BUKOHaHHS OIeparlii MHOKEHHsI MaTpHUIlb Ha MPoIiecopi

Intel Core i7-10850H (ycepenneno 3a 10 3amyckiB)

AHaniz npooykmuenocmi 6a2amonomoxKo8020 BUKOHAHHA 3a0ay ma peanizayisi
CKANAPHO20 00OYMKY

Ha ocHoOBI pe3ysnbTaTiB, OTpUMaHUX Yy XOJi €KCIIEPUMEHTIB, BIIOOpPaKEHHX Ha
pucyHkax 3.22-3.25, MokHa 3pOoOMTH BHCHOBOK, 1110 s mpoiecopa Intel Core i7-
10850H onTuManbHOO KOHGITYpAIli€lo € BUKOPUCTaHHS 12 MOTOKIB. 3amydeHHs OUTbIIOT
KUIBKOCT1 TIOTOKIB, HIX (hakTHUHO TiependadeHo apxitekryporo CPU, He nuiie He nae
IPUPOCTY MPOAYKTUBHOCTI, aJie i CTBOPIOE TOAATKOBI HaKIaIHI BUTPATH HA KEPyBaHHS
HAQJTUIIIKOBUMH TTOTOKaMH, 110 TMTPU3BOAUTH A0 3HWKEHHS 3arajibHOi €(eKTUBHOCTI.

VY Bumnasnky 3 nporecopom Intel Core 15-7200U, natikpanuii pe3yabTar cTadiabHO
JOCSITAETHCSI TPU BUKOPUCTAHHI YOTUPHOX MOTOKIB, OJIHAK KOH(iryparlii 3 18omMa ado
BIChMOMa MOTOKAaMH JEMOHCTPYIOTh Jye OJU3bKI 0 ONTUMAIBLHUX TOKA3HHUKH, IO
CBIIYUTH MPO MEBHY CTIMKICTh TUIAT(GOPMHU [0 Bapialiil piBHS HapajeiizMy y Mexax
3a3HAYEHOTO J11ala30Hy.

OxpeMy yBary B MeXax IbOTO JOCTIPKCHHsI 3aCIyrOBY€ peajizaiis omneparfii

CKaJISIpHOTO 100YTKY BEKTOPIB, 110 BUKOHYETHCS 32 (hOPMYJIOLO:
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Pesynbrarom Takoi omepaiii € €IUHE CKaJspHE 3HA4YCHHS, M0 (OPMYEThCA
HUISIXOM MOCTYIIOBOTO JI0/IaBaHHS TOOYTKIB BIATMOBITHUX €JIEMEHTIB BEKTOPIB. Y LOMY
BUMAJKy BUHHUKA€ HEOOXIJHICTh CHHXPOHI3aIllil JOCTYIy O CHIJIBHOI 3MIHHOI, Y SKIH
HaKOMMYY€EThCS pe3ysbrar. s BUpimieHHs i€l 3amadi OyJ0 BUKOPHUCTAHO MEXaHi3M
aTOMapHHUX 3MIHHUX.

VY pamkax peanizaiiii Oyno 3actocoBaHo IabmoHHUM kiac std::atomic<float> i3
meroaoM fetch add, sikuii BUKOHY€e aToMapHe 107aBaHHS Y KOHKYPEHTHOMY CEPEIOBHUIILI.
Baprto 3a3HaunTH, 110 MOBHOIIIHHA MIATPUMKA aTOMAapHUX oneparliii Haja Tunom float
3’siBUIacs MmounHarouu 31 ctanaapty C++20, sikuii 1 0yB BUKOPUCTAHUN JIJI1 KOMITUTSIIIT
KOJIy Y IaHOMY JIOCJI1JI>)KEHHI.

Mix anprepHatuBaMu std::mutex ta std::atomic Bubip 0yJio 3p00JIeHO Ha KOPUCTh
OCTaHHBOI'O, OCKIJIBKM OJOKYyBaHHS 3a JOMOMOTOI0 M’IOTEKCAa CTBOPIOE JOJATKOBI
3aTPUMKH, OCOOJIMBO Y BUIAAKY, KOJU IMOTOKHA MAlOTh JOCTYI 10 OAHIET 3MIHHOT JTUIIIE
JUTsl BUKOHAHHSI €JIEMEHTApHO1 omepailii. M I0TeKCH JOIUIbHIIIE 3aCTOCOBYBATH y THX
BUIAJIKaX, KOJIM HEOOXITHO CHUHXPOHI3yBaTH BUKOHAHHS OUIBIIOrO OJIOKY 1HCTPYKIIiH

a00 JIEKIIbKOX 3MIHHUX.

void vec_sum(std: :vector<float> *vecl, std::vector<float> *vec2, std::atomic<float res, int start, int end)

{

(int i = start; i < end; ++1i)

float interm = vecl-=at(i) * vec2->at(i);
res.fetch_add(interm, std::memory_order_relaxed);

Pucynox 3.26 — @parMeHT peanizallii CKaISIpHOTO JOOYTKY BEKTOPIB 3 BHKOPUCTAHHSIM

std::atomic y 6ararornoTokoBOMYy Cepe0BHIIII

Pe3ynbTaTty BUKOHAHHS Ofepallli CKaJsipHOro J0OYTKY BEKTOPIB 3 BUKOPUCTAHHSAM
aTOMapHUX 3MIHHHUX HaBeneHo Ha pucyHkax 3.30 ta 3.31. ¥V mux rpadikax BiioOpakeHO
cepenHil yac BUKOHaHHS 3aaadi Ha mpouecopax Intel Core 15-7200U Ta Intel Core 17-

10850H BiaMOBIIHO, 3QJIEKHO Bl pO3MIpYy BX1JHOTO BEKTOpA.



mean time for i5_vec

2500

2000

1500

time

1000

500

0 5M 10M 15M 20M 25M 30M 35M 40M
size

kernel_number —e—1 ——2 —e—4 —s—38

Pucynoxk 3.27 — Yac BUKOHaHHS CKaJIIpHOTO A00YTKY Ha npoiiecopi Intel Core 15-

7200U (y mimiceKkyHiax, yCepeaHEeHO)

mean time for i7_vec
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Pucynok 3.28 — Yac BuKOHaHHS CKaJIIpHOTO T0OYTKY Ha mporecopi Intel Core 17-

10850H (y minmicekyHnax, ycepeaHeHo)
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AHaJi3 pe3ynbTaTiB, MPeICTaBICHUX Ha pucyHKax 3.27 ta 3.28, CBIAUUTH MPO TE,
110 HaMEHIIMK Yac BUKOHAHHS OMEpallii CKaIsIpHOro 100yTKYy B 000X BUIAAKAX — SIK
s nporecopa Intel Core 15-7200U, tak 1 aiia Intel Core 17-10850H — 6yr0 pocsirayTo
IIPY BUKOPUCTAHHI JIUIIIE OJHOTO MOTOKY. el hakT CBITUUTH PO Te, 110 HaBITh Cy4YacHi
3aco0M CMHXpOHI3aIlli, 30KpemMa aToOMapHi orepailii, He 3aBX/Iu 3a0€31euy0Th MPUPICT
MPOIYKTUBHOCTI. Y MTaHOMY BHWITAJIKy iX BUKOPHUCTaHHS MPHU3BOJIWIIO JO 3HWKCHHS
e(heKTUBHOCTI Uepe3 HaAMIPHY KUIbKICTh BUKJIMKIB aToMapHoi omnepairii fetch add micis
KO>KHOT'O MHOKEHHSI €JIEMEHTIB BEKTOPIB.

[IpuuriHa 3HMKEHHS TPOIYKTUBHOCTI MOJIATAE Y TOMY, IO KOXKEH MOTIK MICIs
OoOpOOKM €JIEMEHTIB 3JIIMCHIOBAaB aTOMapHE OHOBJIECHHSA CIIJIBHOI 3MIHHOi, IIIO
CTBOPIOBAJIO JIOJATKOBE OJIOKyBaHHS Ta BIUIMBAJIO HA INBUAKOMII0 Yepe3 dYacTy
CHHXPOHI3aIII0 M)XK ITOTOKaMH.

3 METO0 BHpIIIEHHS I11€i TpobemMu 0yiio peasiizoBaHO MOAMGDIKOBAHUH MIAX1]T 10
0araTomoTOYHOT0 OOYMCIIEHHS, Yy SKOMY KOXKEH IIOTIK BHKOPHCTOBYE JIOKAJIbHY
(mpoMiXHY) 3MIHHY JJIsi HAKONWYeHHs pe3ynbrariB. Lleit o0xix eneMeHTiB BeKTopa
BCEPE/IMHI TMOTOKY BHUKOHYETHCSI TMOCIIJIOBHO, 0Oe3 cuHXpoH1zamii. Jlume micins
3aBEpIICHHS] OOpPOOKM BCHOTO J1alMa30Hy €JEMEHTIB MOTIK BUKOHYE OJHE aTOMapHe
JIOJIaBaHHS JI0 3arajbHOTO pe3yibTaTy. Takui MiIxiJ CYTT€BO 3HUXKYE KUIBKICTh
CUHXPOHI3aIIITHUX Omepalliil 1, BIAMOBIIHO, 3MEHIITY€E HAKIaAH1 BUTPATHU HA JOCTYM J10

CHIJILHOTO pecypcy.

void vec_sum(std::vector<float> *vecl, std::vector<float> *vec2, std::atomic<float> &res, int start, int end)

{

float interm;
(int i start; i < end; i)

{
}

res.fetch_add(interm, std::memory_order_relaxed);

interm vecl->at(i) * vec2->at(i);

Pucynox 3.29 — OntumizoBaHa peasizarlisi 6ararTonoTo4YHOr0 CKaIsIPHOTO TOOYTKY 3

BUKOPUCTAHHAM JIOKAJIbHOI'O HAKOITMYCHHS pGByJ'IBTaTiB
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mean time for new_i5_vec
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Pucynoxk 3.30 — Cepe/Hiif yac BUKOHAHHSI ONITUMI30BaHO1 peastizallii CKaJsipHOTo

no0yTky Ha Intel Core 15-7200U

mean time for i7-vec-redone
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Pucynok 3.31 — Cepenniif yac BUKOHaHHS ONTHMI30BaHOI peajtizallii CKaJsipHOro

no0yTky Ha Intel Core 17-10850H



59

IIposedenns benumapkie ons oyinku epexkmusnocmi CPU ma GPU

mean time for div

Pucynox 3.32 — [1opiBHSIIBHI pe3yJIbTaTH BUKOHAHHS OTepallii JIJICHHS MaTPHIll Ha

CKaJISIp Ha PI3HUX OOYHCITIOBAIBHUX MPUCTPOsX (ycepeaHeHo 3a 10 3amyckiB)

Sx BugHO 3 pucyHka 3.32, HaKpaluii pe3ysibTaT 3a 4aCOM BUKOHAHHS OTeparii
JUJIEHHST MaTpull Ha ckajasp Oyno aocarHyto Ha rpadiuHomy mpouecopi NVIDIA
GeForce RTX 3080, m1o BiziroBiiae ii BACOKOMY piBHIO OOYUCTIOBAILHOT MOTYKHOCTI Ta
cyudacHiii apxiTektypi. HaTtomicTh HaiiMeHITy e(eKTUBHICTh MPOJAEMOHCTPYBAB
nporecop Intel Core 15-7200U mpu BUKOpHUCTaHHI BOCBMH IMOTOKIB, 1110, WMOBIPHO,
MIOB’S13aHO 3 TIEPEBUIICHHSM ONTUMAIBHOTO PiBHA mapainenizmy ais miei moaeni CPU ta
30UTPLIEHHSIM HAKJIaJHUX BUTPAT Ha KOOPAUHALIIO TTOTOKIB.

[lixaBo, mo koHIrypamis 3 yoTHpMa moTokamu Ha Intel 15 BusBHIacs
epextuBHimow0 32 GPU GeForce 940MX, mo miaTBepaxxye oOMeXeHy 3JaTHICTh ITi€l
BiJICOKapTH 70 OOYHUCIIEHb 3araibHoro npusHadeHHs. [Ipouecop Intel Core 17-10850H
CTabUIbHO JAEMOHCTpY€E Kparii pe3ynbTatu mopiBHsHO 3 Intel 15, GeForce 940MX Ta
HaBiTh cepBepHol0 GPU Tesla P100, mo Moxe Oyt OOyMOBIEHO HHM3bKOIO
onTUMI3aIi€l0 Koay Mia apxitektypy Tesla abo cneumdikoro 3amaui, e CPU 31aTen

Kpale CIpaBJIATHCS 3aBSKH BUCOKINA YaCTOTI Ta MIMPOKOMY KEITy.
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mean time for sum

Pucynox 3.33 — [1opiBHsIBHI pe3yIbTaTH BUKOHAHHS OMepallii 104aBaHHs MaTPHUIlh Ha

PI3HUX OOUYMCITIOBAIBHUX MPUCTPOsX (ycepenHeHo 3a 10 3amyckiB)

Sk 1y BUNAAKY 3 Omnepariiero IiIeHHsT MaTpulll Ha yucio (puc. 3.32), pe3yibTaT,
MIPE/ICTABIICHI Ha PUCYHKY 3.33, MEMOHCTPYIOTh aHAJOTIYHY TEHJICHINIO y PO3MOILII
eheKTUBHOCTI MK mpucTposiMu. ['pabiunuit mnpomecop RTX 3080 3HOBY €
Oe33anepeyHuM JIiJIepoOM 3a MIBUJIKICTIO BUKOHaHHA, Tol sk Intel Core 15-7200U npu
BOCBMHUIIOTOKOBIA  KOH(iryparii cTaOUTbHO JEMOHCTPYE HaWHMKYl TMOKa3HUKHU
POy KTUBHOCTI.

YorupunorokoBuit pexxum mis Intel 15 3HoBY mepesepirye GeForce 940MX, a
Intel i7-10850H BrieBHEHO YTPUMYE CEPEIHIO MO3HUIIIF0 MK CTIOKUBYMMH Ta CEPBEPHUMHU
npuUCTposiMu, Burnepemkatoun HaBiTh Tesla P100. Taka moBTOpIOBaHICTh pe3yJbTATIB
JO3BOJISIE MIATBEPAUTH CTIMKICTh MPOAYKTUBHOCTI MPHUCTPOIB Yy 3a7adyax OAHOTHUIIHOI

apu(pMETUKH, HE3JICIKHO BiJ] crieru(iku onepartii (101aBaHHs Y JIICHHS).
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mean time for sum_coef
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Pucynok 3.34 — [lopiBHANBHI pe3ybTaTH BUKOHAHHS OTEpallii JoAaBaHHsI MaTPHUILh 3
koedimienToM (kA + B) Ha pi3HHX 00YHCITIOBAILBHUX MPUCTPOSIX (YcepeaHeHo 3a 10

3aITyCKiB)

Pesynbratu, mogani Ha puCyHKy 3.34, MiATBEP/HKYIOTh TeHEHIII, 3aikcoBaH1 y
nonepenuix BunpoOyBaHHsx: GPU RTX 3080 36epirae migepcTBO y MIBHAKOIII,
MPOJIEMOHCTPYBABIIM HAWHIKYMK CEepeHIil Yac BUKOHAHHA 3aaadl. He3Bakaroum Ha
HE3HAUHE YCKJATHEHHS Omepailii TOpIBHIHO 3 0a30BUM JoJaBaHHSAM (depes
HEOOXITHICTh MONEPEAHOr0 MHOXKEHHS Ha KOE(QILIEHT), PO3NOAUT €PEKTUBHOCTI MK
MPUCTPOSMHU 3ATTUIIAETHCS TPAKTHYHO HE3MIHHUM.

Intel Core 17-10850H BkOTpe JEMOHCTpYE BHCOKY CTaOUIBHICTD i
MacIiITaboBaHICTh MPOAYKTUBHOCTI, obranstoun Tesla P100, GeForce 940MX Tta Bci
KoH(piryparii i5. Sk 1 panimie, HaifHIKY1 pe3yibTaTi nokasye Intel 15-7200U 3 BickMoma
MOTOKaMHU, TOA1 SIK YOTUPHUIIOTOKOBA KOH(DITyparlist J1s I[-OTO K IpoIiecopa J1eMOHCTPYE

BUIIlY €(pEKTUBHICTh, HaBITh NepeBepiytoun pe3ysbratu GeForce 940MX.



62

mean time for vec

Pucynox 3.35 — [1opiBHSIBHI pe3yIbTaTH BUKOHAHHS OMEpallii CKaJIsIpHOro T00YTKY

BEKTOPIB HA PI3HUX OOUYMCIIOBAIBHUX MPUCTPOsiX (ycepenHeHo 3a 10 3amyckiB)

AHani3 pe3yJsbTariB, MOJAHUX HA PUCYHKY 3.35, JEMOHCTPYE HE3HAYHY 3MIHY
po3noAuTy €()EeKTUBHOCTI MK MPUCTPOSIMU y TOPIBHSHHI 3 IMONEPEIHIMHU 3aJa4aMH.
3okpema, Bineokapta GeForce 940MX moka3zana kpaiiry NpoayKTHBHICTb, HIXK ITPOIIECOP
Intel Core i5-7200U, mo € HETUIIOBHM pe3yJbTaTOM Yy 3arajibHOMY KOHTEKCTI
nposeneHux tectiB. s pemrru npuctpoiB — RTX 3080, Tesla P100 ta Intel Core 17 —
MPOAYKTUBHICTh 3aJIMIINJIACA Ha CTaJOMY BHCOKOMY piBHI, BIATOBITHO IO TXHIX
arapaTHUX MOXJIMBOCTEM.

Bapro 3ayBaxkwutn, mo CUDA-peamizaiisi ckainsipHoro Jg00yTKYy TaKOX
BUKOpPUCTOBYBaja aroMapHi omnepatii [js 30epekeHHs pe3yJbTary, MOAIOHO 10
noydatkoBoi iMmiemenTanii Ha CPU. Onnak, Ha Biaminy Big CPU, 3aTpMOK y BUKOHaHHI1
a00 TIOMITHOTO 3HIKEHHS IMBUJKOJII BUSBICHO HE OYJIO, IO CBITYUTH MPO Kpalry

ONTHUMI3alli0 poOOTH 3 aTOMapHUMU 3MIHHUMU Yy cepeaouill CUDA.
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mean time for mult
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Pucynok 3.36 — Pe3ynbraTy BUKOHAHHS oriepalilii MHOKEHHSI MaTPHIlh Ha PI3HUX

MPUCTPOSX Ta 301IbIIEHUNA (PparMeHT rpadika A HeHTPaTbHUX MPOLIECOPIB

Ha pucynky 3.36 cioctepiraerhbcs sIKICHO 1HIIIA KapTUHA: yCi TpadivHi TPOLEeCcopH
JEMOHCTPYIOTh 3HAYHO Kpallll Pe3yJbTaTh, TOJIl SIK yCl LIEHTPalIbHI MPOLECOPU — SIK 15,
Tak 1 17 — MOKa3ylTh ICTOTHO HWXYY MPOAYKTHUBHICTh. Taka cHUTyallisl MOSCHIOETHCS
PI3HOIO AITOPUTMIYHOIO CKIAAHICTIO peaTi3aliiii A1t pi3HUX MIaTGOpM.

VY peanizauii Ha CPU MHOXEHHSI MaTpHUllb peai30BaHe sIK TPUKPATHUIA BKJIAIEHUN
IIUKJI, IO MA€ ATOPUTMIYHY cKiaaHicTh O(n?): 30BHINTHIN UK 171€ IO PSAIKAX, CepeaHin

— 1O CTOBMNISIX, 1 BHYTpilIHIA — 1o po3mipHocTi Mmatpuli. ¥ CUDA peamizamis
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noOy/i0BaHa 3a TPHUHITUIIOM JIBOBUMIPHOI 1HJEKCAIl CITKM Ta OJIOKIB, IO O3BOJISE
YHUKHYTH TEpHIMX JBOX BKIAJCHUX LMKIIB. Y pe3ylbTaTi CKIATHICTh (HaKTHUHOI
peanizamii 3HMWXKyeThCs A0 O(n) Mg KOXKHOTO IMOTOKY, IO W OOYMOBIIIOE 3HAUYHE
3poctanHs npoaykruBHocTi Ha GPU.

AHai3youn pe3yJbTaTH, IpeacTaBieHl Ha pucyHkax 3.31-3.36, MoxkHa 3poOuTH
BHCHOBOK, WO LEHTPaJbHI MPOLECOPU HE 3aBXKIU IMOCTYMAIOThCS TpadiuHUM 3a
MPOIYKTHUBHICTIO. 30KpEMa, Y TPhOX 13 I’ ATH MPOTECTOBAHUX 3a/1a4 Bifgeokapta NVIDIA
GeForce 940MX npoaeMoHCTpyBaja HUXKY1 pe3ybTaTH, HI’K HaBITh eHEProe(PeKTUBHUMI
nporecop Intel Core 15-7200U, mo migkpecitoe HeBUCOKY mpuaatHicTb GPU 1poro
KJIacy 710 3a]1a4 3arajJbHOro 00YMCIIIOBAIILHOTO TPU3HAYEHHS.

Takox ciiJl 3ayBakUTH, 110 8-TTOTOKOBA KOH(ITYpallis 15 y HU3I 3a/1a4 ToKa3alia
TIpIIMKA Yac BUKOHAHHA, HDK NpHU BUKOpUCTaHHI 4 moTokiB. Lle miaTBepmxkye, 110
ONTUMAJIbHA KUIBKICTh MOTOKIB JIJIS 111€1 MOJIEI1 BIANOBIIa€ YOTUPHOM JIOTIYHUM SIIpaM,
K 3a3Ha4yeHo y cnernudikaiii BupooHuka. HagmipHa KiIbKICTh CTBOPEHUX MOTOKIB JIJIS
TaKOro MPOLECOpa CTBOPIOE JTOJATKOBI HAKJIAgHI BHUTPATH Ha pPO3MOAUT 3aJad Ta
MEePEMUKAHHS KOHTEKCTY, 110 HETaTUBHO BILJIMBAE HA 3arajibHy €(DEKTUBHICTD.

[loctae noriyne 3anutaHHs: 4YoMy GPU 3 BHCOKOIO TEOPETHUYHOIO
OOYHUCITIOBANILHOIO TOTYXHICTIO 1HOAI mporpae CPU? Taka curyaris moB’sizaHa 13
KOMITJIEKCOM (DaKTOpIB, Cepe SIKUX:

— 3arpartu Ha KomitoBaHHA JaHuX Mi xocTtoMm (CPU) 1 mpuctpoem (GPU);

— BY3bKe MicIle y TIporyckHii 3gaTHocTi muHu PCle;

— HasBHICTb 3HAYHUX HAKJIATHUX BUTpAT npu 3anmycky GPU-saep ans 3anad 3 Mmaium
00CATOM O0OYHCIICHB;

— HH3bKa ONTUMI3AIlS KOy JIJIsl KOHKpeTHOT apxiTektypu GPU.

J171st OUIBII IETAJIBHOTO aHaITi3y OYyJI0 MPOBEACHO PO3/AiIbHE BUMIPIOBAHHS Yacy Ha
nepenauy nanux 10 GPU, oGuncienHs Ta nmoBepHeHHs pe3yibTaty Hazan Ha CPU — Ha
NPUKJIAJ1 onepanii CKaJIIpHOTro J00yTKY BEKTOpiB. OTprUMaH1 pe3ysibTaTH NMpeACcCTaBIeH1

Ha pucyHky 3.37.
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Vector product time device to host transfer is 33.712000 for 7168000 elements
Vector product time is 21.831000 for 7168000 elements
Vector product time host to device transfer is 0.011000 for 7168000 elements
Total vector product time is 55.554000 for 7168000 elements
GeForce 940

Vector product time device to host transfer is 48.080000 for 10240000 elements
Vector product time is 31.140000 for 10240000 elements

Vector product time host to device transfer is 0.018000 for 10240000 elements
Total vector product time is 79.238000 for 10240000 elements

Vector product time device to host transfer is 5.901000 for 7168000 elements
Vector product time is 11.056000 for 7168000 elements
Vector product time host to device transfer is ©.016000 for 7168000 elements
Total vector product time is 16.973000 for 7168000 elements
GeForce RTX 3080

Vector product time device to host transfer is 8.339000 for 10240000 elements
Vector product time is 15.789000 for 10240000 elements

Vector product time host to device transfer is ©.013000 for 10240000 elements
Total vector product time is 24.141000 for 10240000 elements

Pucynok 3.37 — [lopiBHAHHS Yacy KOMiIOBaHHA JaHUX Ta OOYKCIICHb MPU BUKOHAHHI

omnepartii ckansipaoro 100yTky Ha CPU ta GPU

Sx BugHO 3 pucynka 3.37, rpadiunuii npouecop NVIDIA GeForce RTX 3080
JIEMOHCTPY€E HaWKpalll pe3yiabTaTH K y YaCTUHI O0OYHMCIICHb, TaK 1 Mepeaadl JaHUX MK
XOCTOM Ta MPUCTPOEM, IO CBIIYUTH MNPO BHUCOKY ONTHUMIZAI[I0 apXITEKTypu Ta
e(eKTUBHY B3a€EMOJII0 3 TaM aTTi0. Y Tou ke dac, mia GeForce 940MX Oyno
3ah1KCOBaHO, 1110 MePEeBa’KHA YaCTUHA YaCcy BUTPAUYAETHCA caMe Ha TpaHcdep JaHuX, a He
Ha 00YMCIIEHHS, 1[0 CYTTEBO BIUIMBAE HA 3araJIbHUN 9ac BUKOHAHHSI.

Le#t daxt miarBepmkye, mo epextuBHICTh BUkopuctanusi GPU B rereporenHii
apXITEKTypl 3HAYHOIO MIPOIO 3JICKUTHh HE JIUIIE BiJl MOTY>KHOCTI MPUCTPOIO, a U BIiJ
o0cAry Ta CKJIaIHOCTI OOYHUCIIEHb, sIKI HEOOXITHO BUKOHATH BCEPEANHI NOTOKY. [HIIIMMM
cinoBamu, TpoAaykTuBHICTH GPU BUNpaBAOBY€ThCA IHIE TOMAl, KOJIH TPUBATICTH
OOYHCITIOBAILHOTO HABAHTA)KCHHS JOCTATHsI I KOMIICHCAIl BUTPAT HA KOMIIOBAHHS
JaHUX.

[Ilo6 Hao4YHO MNPOAEMOHCTPYBATH L€ MNPUHLMI, OyJIO BHUPIIMIEHO MNPOBECTU
JIOATKOBY CEPiI0 EKCIIEPUMEHTIB, Y MeKaxX SKUX JIJIs 3ajiay, 110 nepeadadaroTh IpocTi

oOuucieHHs (HaNpUKIad, J0/IaBaHHs a0o JiJICHHS MAaTPUIlb), OHA i Ta caMa orepartis
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MTOBTOPIOETHCS KUTbKA Pa3iB y MeXaxX OJHOTO MOTOKY. MeTa I[bOTO TeCTy — BU3HAYHTH,

YU 3MEHIINYETHhCS BIUIMB TpaHCPepy AaHUX MPH 3pOCTaHHI "oOuMcitoBaibHOI Baru"

MOTOKY.
Jist iboro 0ysi0 0OpaHO YOTHPHU MTPUCTPOI:
— Intel Core i5-7200U y koH(irypariii 3 4 moTokamu;
— Intel Core i7-10850H 3 2 moTokamu (sSIK MOMipHUI 0araTOMMOTOKOBUI PEXKUM);
— GeForce 940MX;
— Tesla P100.

VY koxHOMY BUNAAKy OyJO0 3MOJI€IbOBAaHO BUKOHAHHSI OJHIEI, JIBOX, ITSITH Ta
JIECSATU TIOCHIJOBHUX OTEpalliii nonaBaHHs a00 NUIEHHS MaTPHIb Y MeEXax MOTOKY.
OckunbkH, sk OyJ0 3a3HA4YEHO paHille, YaC BUKOHAHHS JBOX BaplaHTIB JOJaBaHHS
MaTpullb (3BUYAHOTO Ta 3 KOSPIIIEHTOM) MTPAKTUYHO HE BIAPIZHIETHCS, IS IUX TECTIB

pe3yabTaTi OyAyTh MPEACTaBICH] y3arajbHEHO.

mean time for div 2 repetitions

Pucynoxk 3.38 — Yac BuKoHaHHS onepallii IUJIEHHS MaTpUIll Ha CKaJsip 13 ABOPAa30BUM

MOBTOPEHHSM OOYHCIICHHS BCEPEIMHI MMOTOKY HA PI3HUX MPUCTPOSX
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mean time for sum 2 repetitions

1000 —e— Intel i7 12 cores
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—e— GPU P100

—e— Intel i5 4 cores
800

600

400

200

0 2000 4000 6000 8000

Pucynox 3.39 — Yac BukoHaHHS omepallii 1ogaBaHHS MaTPHUILh i3 TBOPA30BUM

ITOBTOPCHHAM 00YMCIICHHS BCGpGI[I/IHi IIOTOKY Ha pi3HHX 00YHMCITIOBAJILHUX IMPUCTPOAX

mean time for sum_coef 2 repetitions
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Pucynox 3.40 — Yac BukoHaHHS omepallii 1ogaBaHHs MaTpHIlh 3 KoedirieaTom (KA +

B) i3 1BOpa3oBuM MOBTOpPEHHSIM 00UYMCIICHHS BCEPEANHI MOTOKY Ha PI3HUX MPUCTPOSIX



68

mean time for div 5 repetitions
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Pucynok 3.41 — Yac BuKOHaHHS Omeparii JiJICHHS MaTPHUIl Ha CKAJISAP 13 I’ ATUKPATHUM

ITOBTOPCHHAM 00YMCIICHHS BCGpGI[I/IHi IIOTOKY Ha pi3HHX 00YHMCITIOBAJILHUX IMPUCTPOAX

mean time for sum 5 repetitions

2500 —e— Intel i7 12 cores
~e— GeForce 940
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Pucynox 3.42 — Yac BukoHaHHS omepallii TogaBaHHS MaTPHIh i3 1T’ ATUKPATHUM

MMOBTOPEHHSAM OOYHUCIICHHS BCEPEANHI MTOTOKY Ha PI3HUX OOUUCIIOBAILHUX MPUCTPOSTX
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mean time for sum_coef 5 repetitions
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Pucynox 3.43 — Yac BukoHaHHs onepaliii 1ogaBaHHs MaTpHIlh 3 KoedimieaTom (KA +
B) 13 I’ AITUKpaTHUM NOBTOPEHHSIM OOYMCIEHHS BCEPEANHI TOTOKY Ha Pi3HUX

OOYHUCTIOBAIBHUX MPUCTPOSIX

mean time for div 10 repetitions
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Pucynok 3.44 — Yac BuKoHaHHS onepalii JiJIEHHs MaTpUIll Ha CKaJsp 13
JECATUKPATHUM MTOBTOPEHHIM OOYMCIICHHS BCEPEINHI MOTOKY Ha PI3HUX

OOYHUCTIOBAILHUX MPUCTPOSIX
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~—e— Intel i7 12 cores
~e— GeForce 940
—e— GPU P100

~e— Intel i5 4 cores

Pucynoxk 3.45 — Yac BUKOHAHHS Orepaillii J0/laBaHHs MATPUIIb 13 JECATUKPATHUM

ITOBTOPCHHAM 00YMCIICHHS BCGpGI[I/IHi IIOTOKY Ha pi3HHX 00YHMCITIOBAJILHUX IMPUCTPOAX

5000
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mean time for sum_coef 10 repetitions

2000

—e— Intel i7 12 cores
—e— GeForce 940
—e— GPU P100

~e— Intel i5 4 cores

Pucynox 3.46 — Yac BukoHaHHS omnepaliii 1ogaBaHHs MaTpHIlh 3 koedirmieaTom (KA +

B) 13 necsaTukpaTHUM MOBTOPEHHSIM OOUMCIICHHS BCEPEANHI MMOTOKY Ha PI3HUX

O0YHCITIOBAJIBHUX MTPUCTPOSIX
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mean time for mult

o O

400k

100k

200 400 600 800 1000 1200

Pucynok 3.47 — Pe3ynpTaT BUKOHAHHS OIepallli MHOKEHHS MaTPUILlb Y 30UTbIIEHOMY

MacmTadi 11 HUEHTPATBHUX IPOLIECOPIB

Sk cBiguaTh JaHl, HaBEJEHI Ha PUCYHKY 3.47, cyTTeBUX 3MiH a00 CTpHOKIB y
MPOyKTUBHOCTI IPUCTPOIB y 3aJIEKHOCTI B1J] pO3MIPHOCTI MaTPHIIl HE CIIOCTEPITAETHCSI.
3aranpHa TeHJICHLIS JIUIIAETHCS CTaN00: MPoyKTUBHICTE CPU pi3K0 MOripuryeThes npu
30UTBLIEHH] PO3MIpHOCTI 3aaa4i, ToAl sk GPU nemMoHcTpyroTh O1nblll iepeadavyBaHy Ta
cTabuIbHY €(heKTHUBHICTb.

KitouoBuM moporom, micis SIKOro OOYMCIIEHHS Ha LEHTPaJbHOMY MPOLECOpl
CTalOTh 3HAYHO MEHIN e(heKTUBHUMH, € po3Mip maTpuili 61au3bko 200%200. [Tounnaroun
3 IOTO MOMEHTY, BIUTMB aJirOpuTMiuHO1 ckJiagHocTi (O(n?)) Ha CPU crae KpuTU4HUM, 1
HaBITH 0araTo fjep He 37aTHI KOMIIEHCYBAaTH HAaBaHTAXKEHHSI.

Harowmicts y mianazoni Bim 200%200 mo 1000x1000 Bci mpotectoBani GPU —
HE3aJIEKHO BIJl MOKOJIHHSA — JEMOHCTPYIOTh MOJIOHI pe3yibTaTH, IO CBIAYUTH MPO
n00py MaclITabOBaHICTh MapajielbHOI OOpOOKM Ta HU3BKUM BIUIMB 3pPOCTaHHS
PO3MIPHOCTI Ha 3arajibHUI YaCc BUKOHAHHSI.

TakuM YHHOM, MHOKEHHS MaTPHIIh € TOKA30BOI0 33/1a4€10, Y SIK1i 00UnCITIOBaIbHA

mozaenb GPU 3nauno mepeBepiye CPU 3a epekTUBHICTIO BXXE Ha CEPEIHIX pO3Mipax
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3aja4i, 110 MIATBEP/PKYE JOIUIbHICTh BUKOPHUCTAHHS TpadiyHUX MPHUCKOPIOBAYIB AJIs

MOMIOHMUX OOYMCIICHb.

mean time for div
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Pucynok 3.48 — Pe3ynbraty BUKOHAHHS OIeparlii IiJIeHHs MaTpUIll Ha CKaJsAp y

30UTBIIIEHOMY MacInTad1 AJisl EHTPAIBHUX MPOIIECOPIB

Sx BuaHO 3 pucynka 3.48, 30ublieHHsT MaciTaly rpadika Juist onepaiii JiIeHHS
MaTpHIll Ha YHCIIO JO03BOJSE JETalbHINIE MpoaHali3yBaTH MpoayKTuBHicTh CPU-
MPUCTPOIB, K1 paHilie OynHM «3rIaJKeH1D» Bi3yallbHO BHCOKMMH TNokazHukamu GPU.
['padix memonctpye, mo nopsgok epexkruBHocTi MK CPU 3anuiaeTscss HE3MIHHHUM:
Intel Core i7-10850H crabineHO mepeBepmye Intel Core 15-7200U 3a Bcima
PO3MIPHOCTSIMH MaTPHIII.

Pa3om 13 TuM, Ha BiAMIiHY Bija 3a7a4i MHOKEHHS MaTpullb (quB. puc. 3.44), y
BUMAJIKY AieHHS po3puB y npoaykTuBHOCTI Mix CPU ta GPU € menm pizkum. Lle
MOSICHIOETBCST HUKYOK0 OOYHMCITIOBAILHOIO CKJIQJHICTIO CaMoi ormeparlii Ta MEHII
BUpaxeHuM epekroM MaciutadyBanHs Ha CPU. Ilonpu 1e, mounHaro4u 3 po3MipHOCTI
npubmmzHo 400x400, rpadiydi mpouecopu BC€ K BUXOIATh Ha CYTTEBO Kpalli
MOKa3HUKH, JEMOHCTPYIOUYH BUCOKY CTAOLIBHICTD MPU 3POCTaHHI 00CATY 00UNCIICHB.

TakuMm 4MHOM, y 3aJadax 13 HU3bKOI BHYTPIIIHBOI CKIJIAJIHICTIO, TaKUX SK
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JIUIEHHA ~ MaTpullb  HA  CKajsp,  LEHTPalbHI  MPOLECOPH  3aJUIIAIOTHCS
KOHKYPEHTOCTIPOMOXXHUMH 70 TMeBHOro mopory, oaHak Hagami GPU mnoctymoBo
NEPEXOIUIIOI0Th NIEPEBAry 3aBASKH HIMPLUIOMY Mapajiei3My Ta ONTUMI3aLli JOCTYIy 10

mam’ sTi.

mean time for vec

n
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Pucynok 3.49 — PesynbraTtu BUKOHAHHS OIEparlii CKaJIIpHOTO JOOYTKY BEKTOPIB Yy

30UTBIIIEHOMY MacInTal1 AJisl EHTPATBHUX MPOIIECOPIB

Sk cBigunth pucyHok 3.49, y 3amadi  CKamsApHOTO JOOYTKY BEKTODIB
CIIOCTEPITAEThCS I[IKaBa JWHAMIKa MPOAYKTUBHOCTI Ha IIEHTPAJIbHUX MpoOIlecopax,
0COOJIMBO Ha MOYATKOBUX PO3MIPHOCTSX BEKTOPIB. 30KpeMa, pH po3mipi 256 e1eMEeHTIB
MOMITHUH P13KUH CTPUOOK Yacy BUKOHAHHS, 1110 XapakTepHo Hacamnepen nist CPU. Taka
MOBE/IIHKA 3YMOBJICHA HAaKJIaJHUMH BUTpaTaMH Ha I1HIIIadi3allil0  IOTOKIB,
CUHXPOHI3alIlll0 Ta aTOMapHi Omepallii, Kl Ha MalduX o0cArax JaHUX MEePEeBAKAIOTH HA
(baKTHIHUMH OOYHUCIICHHSIMH.

[TounHatroum 3 po3mipHOCTI 512 eneMeHTiB, CoCTepiraeTbesl craduIizalls Jacy
BUKOHAHHS, 110 CBIIYUTH IPO MEPEeXiJ y PEXKHUM, /e OOUMCIIOBAIIbHE HABAaHTAKEHHS
MOYMHAE MEePEeBAXATU HAKJIAAHI BUTPATH.

Oco6smmBoi yBaru 3aciayrosye Intel Core i7-10850H, sikuii mpu po3MipHOCTI TIOHA/

50 000 enemeHTIB mepeBepIITy€e MEHIT TOTY)HUM rpadiunuii nporecop GeForce 940MX,
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a mounHarouu 3 npuoauzHo 130 000 enementiB — HaBiTh Tesla P100. Taka nmoBeninka
MOSICHIOETHCS IBOMA KITFOUOBUMH (PAKTOpaMH:

1. OnTumizariisi jokanbHoro obumcienHs y CPU-peanizaiii, sika 3MeHIIye
KUTBKICTh aTOMAapHUX OTepallii;

2. Bignocna needextuHicts GPU mnpu HU3BKIN CKIIAJHOCTI 3ajadi, 110 HE
JI03BOJISIE  TOBHICTIO 3aBaHTAXHUTH TMapajieibHy apXiTeKTypy, OCOOJMBO KOJH
CUHXPOHI3aIlisl He MacIITaboBaHa JHIIHHO.

Takum 4YWHOM, y BHUNAAKY OOYHMCIIOBAJBbHUX 3aJad 13 CHHXPOHI30BaHUM
HAKOIMYEHHSM DPE3YJbTATIB, TAKUX SK CKAJSIPHUN TOOYTOK, IIEHTPAIBbHI MPOIECOPU
MOXXYTh JIEMOHCTPYBAaTH KOHKYPCHTHY a0O0 HaBiTh TEPEBAXHY MPOITYKTHBHICTS,

0COOJIMBO MPHU BETUKOMY 00CsI31 TaHUX 1 IPaBUIIBHO MMi11I0paHOMY MiJIX0/I1 O 0OPOOKH.

mean time for vec

~“_1s0k ~-100k —50k 0 50k 100k 150k

Pucynox 3.50 — Pe3ynbTaTi BUKOHAHHS OTepaliii CKaJIIpHOTO T00YTKY BEKTOPIB Y

30UTbIIEHOMY MaciuTaol (PparMeHT 2) Uil HEHTPaJbHUX Ta rpadiyHUX MPOLIECOPiB
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3.4 BiuiuB 00cAry JaHNX, KiJIbKOCTI NOTOKIB i THILY 32124 HA

NPOAYKTHUBHICTH

JIist mocIiJIKEHHsT BIUTMBY arapaTHOTO 3a0e3leyeHHs] Ha MPOAYKTHBHICTH OyJio
oOpano aBa rpadiuni mnpomecopu: NVIDIA GeForce MX230, BcTaHOBIeHHH Y
nokansHOMY HOYTOYII, Ta NVIDIA Tesla T4, noctynHa depe3 OE3KOIMTOBHE BiaicHe
cepenoBuie Google Colab. Bubip nHa xopucts cepenouia Colab 0yB 3ymMoBieHHIM
CcyTTeBOIO TiepeBaroro Tesla T4 3a KIIOUOBMMM XapaKTEPUCTHKAMU: 30KpeMa, 00cCsr
Bieonam’sTi y Tesla T4 € y 8 pasiB OutbmimMm, Hixk y MX230, a Takox 3arajibHa
00YHMCITIOBANIbHA MTOTYKHICTD 1 MTPOITYCKHA 31aTHICTh TTaM’ STl € 3HAYHO BUIIIUMH.

3riIHO 3 MOPIBHAJBHUM aHAJI30M XapaKTEPUCTHUK, HaBeIeHUM Yy Jukepedni, Tesla
T4 € 3HaUHO KpalMM KaHIUAATOM JUUIsl BAKOHAHHS 004K CIIIOBAIbHO-IHTEHCUBHUX 3a/1a4,
o noTpedyroTh 0OpOOKM BENMKMX MacuBiB JaHuX. Lle 103Bosisie BUKOPUCTOBYBATU
CKJIJHIII 3a/1a4l 3 OLTBIINM PO3MIPOM BXIJTHUX JAHUX 0€3 PU3UKY MEPEBUILICHHS JIMITY

nam’sITi Ta TapaHTy€ BUIIY CTAOUIBHICTh pe3yJIbTaTIB PU MacIITaOyBaHHI.

Nvidia GeForce MX230 Nvidia Tesla T4

Pucynox 3.51 — Pe3ynbratu mopiBHSHHS XapakTepUCTHK rpadiaaux mporecopiB Nvidia

Tesla T4 ta GeForce M X230
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3riiHO 3 IKEPEesioM Y Mpoliecl BUKOHAHHS €KCTIEPUMEHTIB OyJ10 3a(iKCOBaHO, IO
oOcsir Bukopuctanoi Bifgeonam sati GPU pocsras 9 I'b, mo nepeBuinye MakcuMaibHO
noctynHuii obcsar mam’sati Ha GeForce MX230. Ile o3Hauvae, 10 MPOBEICHHS
aHaJoriyHOro excnepuMeHTy Ha MX230 Oymo © TEXHIYHO HEMOXJIMBUM 4epes
OOMEXXEHHSI amapaTHOTO PIBHA, 30KpeMa — HEJOCTaTHIO MICTKICTh Bijeoram’sTi JJjis
30epiraHHs BEJIMKHUX MACUBIB IaHUX Ta MPOMIKHUX OOUYHCIICHbD.

Takum umnoMm, BuOIp Tesla T4 y cepemosumii Google Colab O6yB He nwmiie
OOTPYHTOBAHMM 3 TOYKH 30pYy IPOJYKTHUBHOCTI, a W HEOOXITHMM JJIs 3a0e3leUeHHs
MOJKJIMBOCTI MAacCIITAOHOTO EKCIIEPUMEHTAIFHOTO MOJICIIOBAaHHS B paMKax I[bOTro
JOCIIIJIKEHHS.

llopisnanusa npooykmusrnocmi 0o6pooxu danux na CPU ma GPU 3 eukopucmarnHsm
CuDF

Y cydacHUX OOYHMCIIOBAJIbHUX TMPOEKTAX YAaCTO TMOPYIIYETHCS IMUTAHHS
JIOIIBHOCTI TIepeHECeHHsT 00poOKM JaHuX 3 IeHTpaidbHoro mporecopa (CPU) nHa
rpadgiuamnii mpouecop (GPU). OpHum 3 nomyiasipHUX 1HCTPYMEHTIB sl 0OpoOKH
tabnmuHux cTpykTyp Ha GPU e 616mioTeka CuDF, sika BXOUTB 10 CKIIQJy €KOCUCTEMHU
RAPIDS. V cBoto uepry, TpauLiiHOK albTEPHATUBOIO sl 0OPOOKH CTPYKTYpPOBAHUX
nmanux Ha CPU 3amumaerscsa 610miorexa Pandas.

Y Mepexi omyOnikoBaHO OaraTto NPHUKIIAMIB MOPIBHAHHSA IBUaKoii Pandas 1
CuDF, y axux GPU y 011b110CTI BUNIAJKIB IEMOHCTPYE 3HauHy nepesary. [Ipote ominka
MPOYKTUBHOCTI HE MOKe OyTH OOMEKEHa JIMIIEe YaCOM BHUKOHAHHS OKPEMOi omepaitii,
OCKUJIbKHM IIPaKTUYHI 3a7a4i nepea0avarTh KOMIUIEKCHY B3a€EMO/I1F0 MI>)K KOMIIOHEHTaMU
CUCTEMH, BKJIO4arouu nepeHeceHHda Aanux Mk GPU ta CPU, wnanmpuknan, npu
Bi3yaJi3alii ab0 TpeHyBaHH1 MOJIeJIl MAIIMHHOTO HaBYaHHS. Y TaKOMY BHUIAJIKy BUTpaII
y WIBUJKOJIT MOKe OyTH 3HIBEIbOBAHUI BUTPATAMHM HA CHHXPOHI3allll0 T4 KOMIIOBaHHS
JAHUX.

[Ile omHUM BaXKJIMBUM acTieKTOM € (pyHKITloHabHa pi3Huilst Mixk Pandas ta CuDF.
VY psni BunankiB Pandas 103BoJisie BAKOPUCTOBYBATH THYYK1 BUCOKOPIBHEB1 KOHCTPYKIII,
30KkpemMa MO a-GyHKIT 1711 00pOOKHM PAIKOBUX Ta 00 €KTHHX THITIB, TOJ SK aHAJIOTH

B CuDF moxyTh OyTH HEAOCTYTHUMHU a00 MOTpeOyBaTH HETPUBIATBLHUX PILIEHb.
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3 MeTo10 omiHKH peanbHoro BBy CuDF Ha mpoayKTHBHICTB, OyJ10 aJanTOBaHO
dbparMeHT TPOEKTy, MpUCBSYEHOro aHamizy Telegram-maTtacery, Je YacTHHY 3a1a4
00poOku Oyno nepeneceno Ha GPU. PeanbHa motpeba y NpUIIBUIIICHHI 00YMCIECHb
Oyna OOTpyHTOBaHa Il TijJ dYac TMONEPEIHBOTO JOCBIMy: HAa €Tami MPOEKTyBaHHS
OUTBIIICTh CTYJEHTIB 3IIITOBXYBAIMCH 13 MPOOJIEMOIO MOBIILHOI OOpPOOKH JaHUX Y
Pandas, 1110 3Ha9HO yMOBUTHFHIOBAJIO BECH MTPOIIEC aHAII3Y.

VY Mexax IbOro eKCIIEpUMEHTy OyJI0 MPOTECTOBAHO IEKUIbKa 3amad, 1 Jis ix
BUPIIIEHHS YaCTKOBO 3MIHEHO JIOTIKYy OO4YMCIIeHb, 1100 MOCSTHYTH ONTHUMAalIbHOTO
OaylaHCy MiX IIBUAKOIIE0, JIETKICTIO peai3ailii Ta CTaOUIbHICTIO BUKOHaHHS. Take

B1IHOILICHHS] MO’KHa YMOBHO OLIIHUTHU (HhOPMYJIOIO:

IBuakoais (3 1)
JlerkicTb HanMCaHHS KOAY '

OnTUuMaNbHICTL =

VY cepennbomy, Ha CPU 3aBnanHs BUkoHyBajiuch 3a ~30 cexyna, Tozi sik Ha GPU
— 1o 10 cekyHn, NpoTe MEPEHECEHHs JIOTIKM MOTpeOyBajio JOJAaTKOBOIO Yacy Ha
po3po0OKy, M0 B JEAKHX BHUIAJAKaX CTAaBWIO TMiJ] CYMHIB JOUUIBHICTh TaKOIO
MPUCKOPEHHSI.

VY pamMkax nmoAanblioro aHajaizy Oyje po3mISIHYyTO I’ SITh IPUKIIAJIIB, Cepel] AKX —
HAWTHUTIOBINI JIJIT aHANITUKH oOfmepaiii concat Ta merge, 3 METOK KUIbKICHOTO
MOPIBHSHHS MPOJIYKTUBHOCTI Ta aHaJi3y JOLLUIBHOCTI IEPEHECEHHS! KOHKPETHUX 3aj1a4

Ha GPU.

1400 1 — concat gpu

concat cpu
1200 4

1000

600 1

miliseconds

400 4

200 1

N of rows le6

Pucynok 3.52 — 3anexxHicTh yacy BUKOHAHHS omepailii concat BiJl 00’e€My TaHUX TIPU

BukopucTtanHi 6101i0oTex Pandas (CPU) ta CuDF (GPU)
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1200 1 —— merge gpu
merge cpu
1000 A

800 A

600 A

miliseconds

400

200 1 —/J/\f
1 2 3 4 5 6 7
N of rows le6

Pucynox 3.53 — 3anexxHicTh yacy BUKOHAHHS Omepallii merge BiJf 00’ eMy JaHUX MPU

BukopuctanHi 010mioTexk Pandas (CPU) ta CuDF (GPU)

AHaniz inmenHcu8HoCmi TUCMYBAHHS 3 OKPEMUM KOHMAKIMOM

[Tepuioro 3agayero B pamMKaxX €KCIEPUMEHTAIBHOTO JOCHIIKEHHST 0yJio 0O0paHo
aHai3 IHTEHCUBHOCTI JIUCTYBaHHS 3 BHU3HAYCHUM KOHTAaKTOM. OCHOBHOIO METOIO €
BU3HAYCHHS JUHAMIKY CHIJIKYBaHHA y 4Yaci 3a JIOMOMOTOI0 arperariii HoBiJIOMJIEHb, 1110
JTIO3BOJISIE BUSIBUTH YacOB1 NIEP10M MIABUILEHOI YU 3HIXKEHOT aKTUBHOCTI.

Jins peamzanii 3agaui Ha CPU BukopucroByBamack 6i0moteka Pandas, a mis
peamizarii Ha GPU — CuDF. [TocinoBHICTG il BKIIOYAA:

— GbinpTpallito NoBiIOMIIEHB 3a BU3HaueHUM |D koHTakTy (omepaiiisi BUOIpKH);

- rpyIlyBaHHA 32 YaCOBUMHM MITKaMU (HaIpUKIIad, 3a THAMH a00 THXKHIMM);

- OOYHMCIEHHS KIJIBKOCTI MOBIJOMIJIEHb Y KOXKHOMY YaCOBOMY 1HTEpBAJl;

— nepeHeceHHs pesynbrariB Ha CPU mist moOymoBu rpadika 3a TOMOMOTOI0
oiomotexu Matplotlib, sika He mae HatuBHOT iaTpUMKN GPU-nanux.

Oco0auBICTIO 1I€1 3a1a4l € HasBHICTH 3Mmimranoi B3aeMmonii Mixk GPU ta CPU, mo
JTIO3BOJISIE OLIIHUTHU HE JIMIIE IIBUIKOJIIF0 OOYKCIICHB, a i e(DEKTUBHICTD Mepeiadl JaHUX
MDK npuctposiMu. He3Baxkarouu Ha MPUCYTHICTh KOMIIOBAHHS, BUTPAl y IIBUIKO/II Ha
etarni (piIbTparllii Ta arperariii 103BOJIMB 3MEHIITUTH 3arajJbHUN YaC BUKOHAHHS, 0COOJTMBO

Ha BEJIUKUX 00CATrax BXIIHUX ITOBIIOMJIEHb.
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— taskl gpu

25007 taskl cpu

2000 A

1500 A

miliseconds

1000 +

500 A

0 1 2 3 4 5 6 7
N of rows 1e6

Pucynox 3.54 — 3anexHicTh yacy 0OUMCIEHHS 3a/1a4l aHa13y IHTECHCUBHOCTI

muctyBaHHs (3anaya 1) Big 00’ emy nanux npu BukopuctanHi Pandas (CPU) ta CuDF

(GPU)

3aoaua 2. ObuucnenHs cepeOHboi 008HCUHU NOBIOOMACHb 3d MICAYb

Jpyra excriepuMeHTalbHa 3ajada MoJisiraja y BU3HAYEHH1 CEPEeIHbOI JOBXKUHU
MOBIJIOMJICHb y PO3pi3l KOXKHOTO Micsisl. BoHa € THUMOBOIO ISl aHaNi3y TEKCTOBHX
MOBIJJOMJIEHb Y MECEH/Kepax a0d0 COLIAIbHUX Mepexax. 3 TEeXHIYHOI TOYKH 30Dy, LS
3a/1aya rnepeadavae:

— PO3paxyHOK JOBKMHHU KOKHOTO MOBITOMJICHHS;
— TpYIyBaHHS 32 MICAILISIMH Ha OCHOBI JJaTH HA/ICUJIAHHS;
— YCEpEeIHEHHs JIOBXKHUH IO KOXKHIM rpymi.

Jlns peamizanii Ha CPU BukopucToByBanach 0i0mioreka Pandas, 3okpema mMeton
.apply() y noennanni 3 ¢yskmiero len() mns oGumcinenHs aoBxuHU psakiB. Y GPU-
peamizamii 3a momomoroto CUDF BukopucToBYyBanmwch ONTUMI30BaHI METOAW IS
OoOpoOKHM PSIKIB Ta CHUCKIB y cepisix Series, sKi JO3BOJAIOTH JOCITTH TMOIIOHOTO
(YHKIIOHAILHOTO Pe3yibTaTy 0e3 HeOOX1THOCTI B TOBHOIIIHHOMY .apply().

[IpyunHa Takoro mMmigXOAy HOJsira€ B TOMY, IO psAAkoBI Mmetoau y Pandas

MPaIOI0Th JOCUTH MOBUIbHO, 0COOJIMBO MpU pOOOTI 3 BEIMKMMU HA0OpaMH JTaHUX, Y TON
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gyac sk CuDF 3abe3neuye amapaTHe NPUCKOPEHHS TaKUX OMNEpaliid, 3MEHIIYIOYu

O0YHCITIOBAJIbHE HABAaHTAKEHHS 32 PaXyHOK BEKTOpHU3allli Ta MapanieabHOr0 BUKOHAHHS.

— task2 gpu
14000 A task2 cpu

12000 A

10000 A

8000 A

miliseconds

6000 A

4000 A

20001 —7

-
<

T T

0 1 2 3 - 5 6 7
N of rows le6

4
4
4

Pucynox 3.55 — 3anexHicTh yacy 004HCIICHHS 3a/1a4l 00OUKCIEHHS CEPETHbOT
JIOBXMHU MOB1IOMJIEHB 32 Mics1lb (3aaya 2) Big 00’ €My JaHUX NPU BUKOPUCTAHHI

Pandas (CPU) ta CuDF (GPU)

3aoaua 3. BusnaueHnus moHAIbHOCHT NOGIOOMAEHD

Tperboro eKclepuMEHTAIbHOK 3a/aueio OyJo CTBOPEHHS alrOpUTMy IS
BU3HAYCHHS TOHAIBHOCTI TEKCTOBUX TOBIJOMIICHb. TaKuii aHaI3 € TUIIOBUM JJIS 3a/1a4
00poOku mpupoaHoi moBu (NLP), 30kpemMa B KOHTEKCTI Kiacuikailli eMOIiiHOro
3a0apBJEHHS B OCOOMCTHX MOBIJOMJICHHSX YW BiArykax. OCHOBHI KPOKU BKJIHOYAJIH:
NOMNEpPETHE OYUIICHHS TEKCTYy; PO3IIICHHS [aTaceTy 3a O3HAKOI «BIAMpPABICHD) /
«OTpUMaHI» TIOBIJIOMJICHHS; BHUKOPHCTaHHS PSAIKOBHUX METOJIB JJIs IONEPEAHBOT
O0OpoOKM (HANpUKIIaJ, MPUBEACHHS 10 HUXHBOTO PETICTPY, MONIIYK KIOYOBUX CIIiB
TOIIO); TepeJaHHs pe3yJbTaTy B TMOAAIbIINKA OJOK aHami3zy abo Bi3yauisaili.
[TpuHIIMTIOBOIO OCOOMUBICTIO 1Ii€1 337241 € 1IEHTUYHICTh JIOTIKU peanizaiii sk y Pandas
(CPU), tak 1 y CuDF (GPU), 3a BUHATKOM OJIHOTO €Taly — pO3JAlIeHHs naradpeimy,

KU peali3oBaHo 3 BAKOPUCTAHHSIM YMOBHOI (PiIbTpaItii.
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—— task3 gpu
70000 4 - task3 cpu

60000 A
50000 A

40000 A

miliseconds

30000 A

20000 A

10000 A

T T T T T

0 1 2 3 4 5 6 7
N of rows 1le6

Pucynox 3.56 — 3ayexHicTh yacy 0O4YMCIICHHS 3a/1a4l BU3HAYCHHS TOHAJILHOCTI

noBiioMJieHb (3anaya 3) Big 00’ emy panux npu BukopucranHi Pandas (CPU) ta CuDF

(GPU)

3.5 Y3arajqbHeHHs pe3yJIbTATIB Ta peKoMeHamii moa0 Bukopucranua GPU

Ha ocHOB1 BUKOHAaHUX E€KCIEPUMEHTIB 3 TphbOMa TUIIOBMMHU 33JladyaMU — aHAJI3
IHTEHCUBHOCTI JIMCTYBaHHS, pO3PaxyHOK CEpeAHbOI JOBXHHH NOBIJOMIIEHb Ta
BU3HAYEHHS 1XHBbOI TOHAIBHOCTI — MOXKHA COPMYIIOBATH HU3KY Yy3arajlbHEHb L1010
npoayktuBHocTi GPU-mmatdopmu Ha mpukiani 6i6miorekn CuDF y mopiBHSHHI 3
Pandas na CPU.

OCHOBH1 BUCHOBKH:

1. 3anexnicts edexktuBHOCcTi GPU Big o0cary panux. s Bcix 3amad
CIIOCTEPIra€eThCs OJJHAKOBA 3aKOHOMIPHICTh: MPU HEBEIUKUX Habopax naHux (10 500 Tuc.
— 1 mua pankiB) GPU He neMOHCTpye CyTTE€BOi IepeBaru, a MOJEKYyAU HaBiTh

noctynaetbess CPU depe3 HakIIa/lHI BUTpATH Ha Mepeiavy AJaHUX Ta 1HiIadi3aliio sapa.
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[Tpote npu 3poctanHi o0csriB nanux — epexkruBHicTb GPU 3pocTae ekcroHeHiiHo, 110
3a0e3mneduye CyTTEBE CKOPOUCHHSI Yacy BUKOHAHHS Ha BEJIMKHX MaCHUBaXx.

2. Tun 3amaul mae kmodoBe 3HaueHHs. GPU e HalledekTUBHIIMM y 3a7a4ax, 1110
BKJIFOYAIOTh 0OPOOKY PSIIKOBUX JaHHUX (K y 3a7a4i 3), a TAKOXK MACOBI OOYHCITIOBAIBHI
oreparlii TUIy merge 4d groupby Ha YHMCIOBUX a00 YacoBHX JaHMX (3amaui 1-2). Jlns
3a/1ad 13 BHCOKOK YacTOTOI CHHXPOHI3allli, AK-0T cKaysspHi oouucienHs, GPU moxe
OyTHu MeHIl epeKTUBHUM, SIKIIO HE BPAXOBYBATH apXITEKTYPHY ONTUMI3ALIIO.

3. BB oOuuncmoBaibHOI CKIaTHOCTI. UMM CKIIajiHiIIa CTPYyKTypa oOpoOKu B
KO>KHOMY TOTOII1 (BEKTOpHU3allis, arperaiisi, ¢puibtparis), TuMm Bupasuime GPU peanizye
cBoro mepeary. Y Bumagkax, ne CPU BuxopucroBye .apply() abo 00poOky
noenemeHnTHOo, CuDF 3 GPU 31aTen BUKOHATH T1 caMi 3a/1a4l B JIECATKH pa3iB MIBUIIIC.

4. HeoOX1HICTh KOMIUJIEKCHOI OIIIHKK. Ba)KJIMBO BpaxoByBaTU HE JIMIIE CaM 4ac
o0YHCIIeHb, ajie 1 BCl CYIyTHI Omeparlii — nepegaya JaHUX, CUHXpOHi3allis, moOyaoBa
Bi3yaumizamii. Y psiai BUIMAIKIB, OCOOJIMBO B CEPEIOBUIIAX 3 OOMEKEHUM JOCTYIIOM JI0
GPU, sx-ot Google Colab, HeoOxi/IHa yBa)kHa ONTUMI3AIlis JOTIKU TIepeadl JaHUX M1k
CPU ta GPU.

Pexomennarii:

Bukopucrosysatu GPU ns:

— 00poOKHU BeNMMKUX AaTaceTiB (BiJ 1 MIIH 3amuciB 1 OUIbIIIE);

— 3a7ad4 13 QUIBTPAIIEI0, arPETAIlE€I0 Ta TPYITYBAHHSIM;

— 00poOKHM PSAAKOBUX JAHUX Y BUCOKOMY 00CSI31;

— Bumnajkie, koo CPU Bukonye nosuibHi .apply()-omeparrii.
3anumutu 00pooky Ha CPU mis:

— HeBeIUKuX o0csriB ganux (1o 500 Tuc. pAAKiIB);

— 337124 3 MPOCTOIO JIOT1KOIO 200 PIKICHUMH BUKIIMKAMHU OOYHCIICHbD;

— CHUTYyalllif, KOJIM Ba)KJIMBIIIE MIHIMI3YBaTH 4ac PO3POOKH, a HE BUKOHAHHS.



BUCHOBKH

VY Mexax naHoi kBajidikamiitnoi poOoTH 0yJI0 TPOBEEHO BCEOIUHE TOCIIIKEHHS
apXITeKTYpH, MPOTrpaMHUX 3aco0iB Ta e(eKTUBHOCTI BUKOPHUCTaHHS
BHUCOKOIIPOAYKTUBHUX rpadiynux mnponecopiB (GPU) y 3agadax 3araibHOTO
npu3HayeHHs. TeopeTuyHa, aHANITHYHA Ta EKCIEepUMEHTalbHAa YACTHUHHU JAUILIOMHOI
poOOTH JO3BOJMIM 3pOOUTH HU3KY BaXKIMBHX BUCHOBKIB 1 y3arajbHEHb.

VY mepiomy po3auii po3risHYTO icTopito po3BUTKY Ta Miciie GPU y cydacHux
OOYHCITIOBAILHUX CHCTEMax. BCTaHOBIEHO, 0 3 MOMEHTY MOSIBH MEPIIUX TpadidyHuX
npuckoproBauiB GPU 3a3Hanu eBOJIOLINHOTO TEpexoy BiJl BY3bKOCIEIIaTi30BaHUX
rpadiuHUX MPUCTPOIB JO YHIBEpCATbHUX OOUYUCTIOBAILHUX TIIATHOpM. 3I1IHCHEHO
nopiBHsuIbHUN aHai3 apxiTektyp CPU ta GPU, sikuii moka3aB CyTTE€BI BIIMIHHOCTI B
CTPYKTYyp1 siiep, NMPHUHIMIIAX KEpyBaHHS Ta opraxizamii mam’sti. OmnucaHo Mojerni
napaienizmy SIMD, MIMD ta GPGPU, a Tako BUBYEHO Cy4acHI arapaTH1 pillIeHHS Ha
06a31 CUDA Ta OpenCL, Bkmowatoun Tensor Cores, Streaming Multiprocessors Ta
CTpyKTypu Warp.

Hpyruii po3in 0ya0 NpUCBSUEHO MPOrPaMHUM 3aco0aM peaizalii 004UKCciIeHb Ha
GPU. Posrasinyto npunnunu nporpamyBanns Ha CUDA, OpenCL, a Takox crienudiky
miatdopm DirectCompute Ta AMD ROCm. 3nauny yBary npusiiaeHo 6i6miorexkam GPU-
npuckopenssi, 30kpeMa cuDNN, cuBLAS, Thrust, Numba, Dask i1 PyTorch. Onucano
iXHE TPU3HAYCHHS, TIepEeBard BUKOPUCTAHHA Ta cdepu 3acTOCyBaHHA. TakoxXK
npoaHaiizoBaHo mnpooOiemy mnepemadi ganux Mmixk CPU ta GPU, ska € omHum 13
KPUTUYHUX AacCHEeKTIB ONTUMI3alli MNpPOAYKTUBHOCTI. HaroyiomeHo Ha Ba)KJIMBOCTI
edexkTBHOTO BUKOpUcTaHHs iepapxii mam’sti GPU, 30kpema global, shared i register
memory.

VY tperbomMy po3aini 0ysio MPOBEACHO €KCIIEPUMEHTANLHE TOCIIKEHHS 3 METOIO
Bu3HavYeHHs npoaykTuBHOCTI GPU y nopiBHsHHI 3 CPU nijg yac BUKOHAHHS 004YMCIIEHb
pi3HOT ckinaaHocTi. OGrpyHTOBaHO BUOIp anapaTHOTO Ta MPOrpaMHOI0 3a0e3NeYeHHS 1JIs

tecTyBaHHs. [IpoBeneHo cepito OEHUMAapKiB, pe3yIbTaTH IKUX CBIAYATH MPO CYTTEBY



nepeBary GPU npu po0GoTi 3 BenTMKMMH MacWBaMH JaHHWX Ta 3ajadaMu, 10 A00pe
a0 ThCA po3napaientoBanHio. Beranosneno, mo npoayktuBHicte GPU 3pocrae 31
30UTBIIIEHHSIM OOCSTY JTaHUX 1 KiIJTBKOCTI MOTOKIB, ToAl sk y CPU mBuako Hactae edexr
HACHYCHHS.  Y3arajbHEHHS pe3yJbTaTiB  JO3BOMWIO cOpMyBaTH MpPaKTHYHI
pexomMeHnpartii mojo epexruBHoro Bukopructanus GPU y 3anexHOCTI Bix TUITY 3a7a4i Ta
il 00UHCITIOBAIBHOTO TTPOQIITIO.

[IpoBeneHe AOCHIKEHHS MIATBEPAWIIO JONUIBHICTE BuKOopuctanHs GPU vy
BHUCOKOIIPOJYKTUBHUX OOYHMCIICHHSX, MAIIMHHOMY HaBYaHHI, CHMYJBIIIIAHUX 1
BI3yaumizaliiHux mnpoiecax. OTpuMaHi pe3yJibTaTi MOKYTh OyTH BUKOPHUCTaHI SIK OCHOBA
JUIsl TOOY/IOBU ONTUMI30BaHUX OOYMCIIOBAIBHUX PIIIEHb Y HAYKOBUX, 1HXXCHEPHUX 1

IMPHUKIIAIHUX TaJTy35X.
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MeTa, 00’eKT, npeameT

MeToro po6OTH € AOCNIANTU apXiTEKTYPHI Ta NporpamMmHi ocobnmMBoCTi BUCOKOMPOAYKTUBHUX
rpadgpivyHUX npoLiecopiB, NpoBecTU NOPIBHANBLHUIK aHani3 npoayktueHocti CPU ta GPU B
peanbHUX 3agavax odbpobku gaHuX, i BUSHaAUYNTU OOUINBHICTE BUKopUcTaHHAa GPU ans
NiaBULLEHHA epeKTUBHOCTI o04McnoBanbHUX NPOLECIB.

O6’eKkTOM goCnimKeHHSs € NPoLUeCcH BUCOKONMPOAYKTUBHUX 0BYMCIEHD i3 3aCTOCYBaHHAM
rpacbivyHMUX npoLecopis.

NMpeamMeToM AocnigXeHHA € apxiTekTypa Ta npuHUmMnu pobotn cydacHux GPU, TexHonorii
napanenbHoi 00pobKn AaHNX, a TakoX edPekTUBHICTb BUKOPUCTaHHA rpadpidHOro npotecopa
MOPIBHAHO 3 LieHTpanbHUM NpoLEecopomM Yy 3agadax pidHol CcKnagHOCTI..



AKTYaNbHICTb

Cy4yacHi 3agadvi B Hayui, LUTYYHOMY IHTENEKTI,
MoaerntoBaHHI Ta o6pobLi BENMKNX AaHUX BUMararTb
NOTY>KHUX | LUBMOKUX ob4ymncneHb. TpaauuinHi npouecopwu
He CnpaBnsitoTbCA 3 TakKuMu obcsiramu. ['padoiyHi
npouecopu (GPU) 3aBasiku napanenbHin apXiTekTypi
3Ha4YHO MPUCKOPIOKTL OBYNCHEHHS, WO POobUTL
OOCTiIKEeHHS IXHbOI e(peKTUBHOCTI Hag3BUYanHO
aKkTyanbHUM Yy cy4acHMX ob4vmncrioBarnbHUX cCUCTEMAX.



[lopiBHAHHA apxiTekTypn CPU Ta GPU

HeBenuka KinbKicTb NOTYXHUX agep (2—
32)

OnTMmisoBaHa ana I'IOCJ]i,lJ,OBHOFO OpiEHTOBaHa Ha napanejibHe BUKOHAaHHA

KinbKicTb agep CoTHi abo Tucadi npoctux agep

ApXiTEKTYpa BUKOHAHHA

BMKOHAHHA iHCTPYKLin O4HOTUMNHUX onepauin (SIMD)

. ObMmerkeHa Kel-nam’aTb;
Benuka baratopieHeBa Kew-nam’atb (L1, ’

L2, L3)

Kew-nam’atb BMKOPUCTOBYETbCA robanbHa, shared,
TEeKCTypHa nam’aTb

3arasibHi 3a4aui, NOrika, KOHTPO/Ib, Barkki obumcneHHs, rpadika, MawmnHHe
lNpusHa4vyeHHsA
onepauii 3 0OC HaB4yaHHA, GPGPU

. . . .. . MacoBo-napanenbHi, 0o4HOMaHITHI,
Tun obuncneHb MNocnigoBHI, YMOBHI, NOTiYHI, KOHTPObHI . .
YMCNOBO-IHTEHCUBHI

Bucoka (niaTpMmKa cKnagHoi Noriku, ObmereHa (PoKyc Ha NOBTOPHOBAHWUX
NAaHyBaHHA 334a4) onepawisx Hag, AaHUMK)

. Hukua, ane KOMNEHCYETLCA KiNbKICTO
lNMpoAYKTUBHICTL Ha 1 agpo Bucoka .
NOTOKiB

. . Komninauia, 06pobKa TeKcTy, KepyBaHHA MaTpWuHi 0BUMCNEHHS, PEHAEPUHT,
OnTuUManbHi 3apadi

pecypcamm mMmoaentoBaHHA, MallMHHE HaBYaHHA



3arasibHi NPUHUMMN ODYNCNEHDb 3araabHOro

npu3HayvyeHHAa Ha GPU

| meea L nepessn | esonw

BWcCOKa WBWAKICTL 3aBAAKM OAHOHACHOMY BUKOHaHHIO
MpoayKTMBHICTD TWCAY NOTOKIB

Jlerko macwrabyoTeea 3aAa4i 3 BENMKOIO KiNbKICTIO
MacwrabosaHicTb JaHMX

ExepreTuyHa edexTUBHICTL Binbwe FLOPS Ha Bat eHeprii nopisHaHo 3 CPU

NigTpumeka Tensor Cores, FP16/FP32/FP64, pisHmx
ApPXITEKTYPHA FHY4KICTh piBHiB nam’ati

Benwuka Kinbkicte BiGniotek: cuDNN, cuBLAS, PyTorch,
Gi6nioTe4Ha nigTpumKa TensorFlow

Mosxnusicts rnubokol onTumisayii uepes CUDA abo
MporpamysaHHA OpenCL

Moixameicte 06pobnaTtu BenmKi macuem gaHux bes
Mepepaya gaHMX yyacti CPU

laeansHi ana SIMD-3afau: matpuuni onepauii, ML,
n 3aga4 PEHAEPUHT, CUMYALT

MnatdopmHa niaTpumKa CUDA, OpencCL, Vulkan Compute, DirectCompute

Burpaww obmexeHMi, AKLLO 3a4a4a HE MigAacTecA
po3snapanentoBaHHio

OBmekeHa KinbKICTb NOTOKIB Ha BNok | pecypcis Ha
KoMxeH SM

Bucoke TENI0BUAINEHHA NPU NOBHOMY HaBaHTaMEHHI

He BCi apxiTekTypu oaHakoBo edeKTMBHI 418 BCIX TUNIB
3agau

binbwictb HibnioTek onTumizosadi nnwe nig CUDA
(to6T0 nuwe nig NVIDIA)

Bucoka CKﬂa,ﬂ'HiETb HanWcaHHA Ta HanarogeHHA
napanensHoro Koay

3aTpMMKWM NPKU KONiloBaHHI AaHux mixk CPU <> GPU
yepes PCle

HeedeKTHBHI NpK YMOBHKX NEPEXOAAX, ITEPALLAX 3
posranyxenHam (warp divergence)

CUDA npauoe nvwe Ha NVIDIA GPU, OpenCL meHw
edeKTUBHUIA



[TOCTaHOBKa EKCNEPUMEHTY: META, METOAMKA,
OOr'pYHTYBAHHSA

MeTta 1oCaiKenns:
BuzHauutu po3mip BX1IHOro Habopy AaHUX, mpH sikomy GPU
nepeBepirye CPU y 6a30BUX MaTpHUYHHUX OTIEpAIlisX.

Meronuka:

— F(%%’%?jauiﬂ oqHakoBux anroputmiB Ha C++ (CPU) ta CUDA C

— BapiroBaHHS po3MipiB MaTpUllb BiI 32%32 10 KUIBKOX THUCAY
CIICMCHTIB;

— berumapku 3 (ikcalli€ro 4acy Ta pecypciB;
— BuznaueHHs KpuTHUYHOI MexXi epekTuBHOCTI iepexoay Ha GPU.

Pe3yabrar: . .
GPU neMoHCTpy€e mepeBary mpu o0poOIIl BETHKUX 00CATIB JaHUX, 10
103BOJIsIE €(DEKTUBHO PO3IMOALIATH pecypcH B 3agadax HPC



Bubip npncTpoiB Ta NpOrpamHoro
3abe3neyeHHsa aAna TeCTyBaHHSA
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Pucynox 3.2 — Pe3ynerati BUKOHAaHHS anropuTMy BupiBHIOBaHHA JIHK-

chagel

BR 88 &8 &8

Classic Forran

Ada 2012 GNAT
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Bubip npncTpoiB Ta NporpamHoro
3abe3neyeHHsa 1A TeCTYBaHHSA

std: :thread t([JO{
std: :cout "MoTik BUKOHYE nambpa-dyHkuin" std: :endl;

void do_some_work(int a, int b) {
std: :cout "Cyma: " a+b std::endl;

} b

t.joinQ);

std: :thread my_thread(do_some_work 2 ] .
my_thread. join(); // Pucymoxk 3.5 — [loTix Buxonye miMoma-¢gyHKIIO B

o16mioren std::endl

Pucynok 3.4 — IpsMominifinuii crocit 3amycKy MOTOKY B
oi0moreni std::endl class functor. task {
public:

void OO const {
| ae o sosk A
Control

= do_task_2();
ALU I ALU I = }
Cache | : void do_task_1Q) const {
PCle Bus std::cout "3apaua 1 y noTtoui" std::endl;
DRAM | DRAM I }
CcPU GPU void do_task_2() const {

std::cout "3agaua 2 y notoui" std::endl;

}
. . 3
Pucynoxk 3.4 — ApXiTeKkTypHa cxeMa B3aeMOJIil X0CTa Ta IPHCTPOI0 y MOZIeNi
i functor_task f;
CUDA (mxepemo: [ymoao — CUDA Developer Guide abo aBTopchka std: :thread my_thread(f);
my_thread. join();

imrocTpartis])
Pucynoxk 3.6 — Peamizaris
(yHKIIOHATEHOTO 00€KTa B OibmioTeri
std::endl



Bubip npncTpoiB Ta NpOrpamHoro
3abe3neyeHHa 418 TeCTyBaHHA

Registers i
(236 KB per SM 0 A100) “
i =

| L2 Cache (40 M8 in A100)

l

| Global Memory (DRAM, 40 GB in A100)

Pucynoxk 3.5 — V3aranpHeHa cxeMa eTalliB
BHKOHaHHSI OOYICITIOBAIBHOTO TIPOIIECy B

cepenosurii CUDA

CUDA thread CUDA core
CUDA streaming
CUDA thread block Multiprocessor (SM)
CUDA-capable GPU
CUDA kernel grid
SR || 555 S
| [ ] - ]| wp

PucyHoxk 3.6 — IepapxiuHa MoieIh BUKOHAHHS

CUDA -nporpaMu: ciTka, OJ10KH Ta IIOTOKH

I L2 Cache (40 MB in A100) I

| Global Memory (DRAM, 40 GB in A100) |

Pucynok 3.8 — Iepapxist opraizariii mam’sri

rpadiunoro mporecopa 3 miarpumroro CUDA

Host Device
Gnd
Kernel T Bk B | Block “
Lo | 0o | @0
e (| w5

Pucynoxk 3.7 — Bizyasmizamist ciTKu OJOKIB i

notokiB y CUDA Ta ixX izeHTH(DIKAITISA



beHumMapKu Ta aHani3 ePeKTUBHOCTI
GPU B nopiBHAHHI 3 CPU

CPU Specifications

Total Cores @

Total Threads &

Max Turbo Frequency @

Intel* Thermal Velocity Boost Frequency @

Intel® Turbo Boost Max Technology 3.0 Frequency * @
Processor Base Frequency @

Cache @

Bus Speed @

TOP &

Configurable TDP-down @

(3]

12

5.10 GHz

5.10 GHz

4.90 GHz

2.70 GHz

12 MB Intel* Smart Cache
B8GT/s

45 W

zsw

Pucynox 3.9 — TexHiuHI XapaKTepHCTHKH MIPOIecopa

Intel Core 17-10850H

Pucynrok 3.12 — TexHiuHI XapaKTepHCTHKA

GPU NVIDIA Tesla P100

Codename N16S-GTR-B/S
Architecture Maxwell

Pipelines 384 - unified

TMUs 42

ROPs 16

Core Speed 1122 - 1242 (Boost) MHz

Memory Speed 4000 effective = 1253 MHz

Memory Bus Width 64 Bit

Memory Type DDR3, GDDRS

Max. Amount of 4GB

Memory

Shared Memory no

Memory Bandwidth 40.1 GB/s

API DirectX 12 (FL 11_0), Shader 5.0, OpenGL 4.5

Power Consumption 15-25 Watt

Transistor Count 1.9 Billion

technelogy 28 nm

PCle 3.0

Features GPU Boost 2.0, Optimus, PhysX, CUDA, GeForce

Experience, GameWarks

Notebook Size medium sized
Date of 10.03.2016 = 3320 days old
Announcement

Link to Manufacturer  www.geforce.com
Page

Pucynok 3.11 — TexuiuHi XapaKTepHCTHKH

GPU NVIDIA GeForce 940MX

CPU Specifications

Total Cores &

Total Threads @

Max Turbo Frequency @

Intel* Turbo Boost Technology 2.0 Frequency’ @
Processor Base Frequency @

Cache @

Bus Speed
TOP @
Configurable TDP-up Base Frequency @
Configurable TDP-up @

Configurable TOP-down Base Frequency ®

Configurable TOP-down @

2

4

3.10 GHz
3.10 GHz
2.50 GHz
3 MB Intel” Smart Cache
4GT/s
15w
2.70 GHz
25w
800 MHz

75W

Prcynok 3.10 — TexHiuHI XapaKTepHCTAKH

npomnecopa Intel Core 15-7200U

Model TUF Gaming GeForce RTX" 3080 Ti

Graphic Engine NVIDIA2 GeForce RTX" 3080 Ti

Bus Standard  PClExpress 4.0

OpenGL OpenGL4.6

Video Memory 12GB GDDR6X (Boost Clock)
Gaming mode: 1665 MHzost Clock)

CUDA Core 10240
Memory Speed 19 Gbps
Memory Interface 384-bit
Resolution

Interface

Yes x 2 (Native HDMI 2.1)

Digital Max Resoution 7680 x 4320

‘Yes x 3 (Native DisplayPort 1.4a) 1 O
Pucymok 3.13 — Texuiuni XapakTepHCTHKH
GPU NVIDIA GeForce RTX 3080 Ti



time

time

mean time for i5_div

1000 2000 3000 4000 5000 6000 7000 8000

size

threads —e—] ~—2 —o—=4 —o—3§

PricyHok 3.15 — CepeiHiil yac BHKOHAHHS ollepamii JineHHs

MaTpuli Ha ckansgp Ha npouecopi Intel Core i5-7200U (ycepenHeHO

200k

50k

3a 10 3ammyckiB)

mean time for i5_mult

400 600 800 1000 1200 1400 1600 1800 2000
size

threads —e—1 —a—2 —e—4 —e—38

Pucynoxk 3.18 — CepeqHiil 9ac BUKOHAHH Ollepawii
MHOKeHHS MaTpHIb Ha nporecopi Intel Core i5-

7200U (ycepenHeHo 3a 10 3amycKiB)

time

mean time for i5_sum

40
0
0
10
100 600 800 1000 1200 1400 1600 1800 2000

a4

size

threads —e—1] —e—2 —e—4 —=—§

PucyHok 3.16 — Cepe/iHiil yac BUKOHAHHS OIepanii 10JaBaHHA
Matpuns Ha nporecopi Intel Core i5-7200U (ycepeznseHo 3a 10
3aIyCKiB)

mean time for i§_coef

%0
)
20
10
400 600 800 1000 1200 1400 1600 1800 2000

time

threads —e—] —e—2 —a— 4 ——38
PrcyHok 3.17 — CepeiHiil yac BHKOHAHHA olleparii 10{aBaHHA 11
MatpHIp 3 KoedinieHToM (KA + B) Ha nponecopi Intel Core i5-

7200U (ycepeznHeHOo 3a 10 3amycKiB)



time

mean time for i7_coef

threads —e—1 —e—2 —e—4 ——§ —+—§ ——12 —-l16
PucyHok 3.21 — CepeHiil yac BIKOHAHHS
omeparii 1o1aBaHHA MaTpHIp 3 KoedimieHToM (KA
+ B) Ha nporecopi Intel Core i7-10850H

mean time for i5_vec

2500
2000

1500

time

1000

500

) M 10M 1M 20 25M 30M Ism oM
size

Kernel_number —e— i —e—2 —a—4 ——§
PucyHok 3.24 — Yac BUKOHaHHS CKalIIPHOTO
100yTKy Ha mponecopi Intel Core i5-7200U (y

MiTTiceKyH/IaX, yCepeIHeHo)

time

300k

time

mean time for i7_mult

size

threads —e—1 —e—2 ——4 —o—§ —+—8 —o—12 —=—16

1200

PricyHok 3.22 — CepeiHiil yac BHKOHAHHSA olleparii
MHOKeHHS MaTpHIb Ha nportecopi Intel Core i7-
10850H (ycepeaneHo 3a 10 3amyckiB)

mean time for i7_vec

0 m ™ Y] ™ 10M
size

kemel_number —e—1 —e—2 —e—4 —e—§ ——§ —e—12 —=—16

PucyHok 3.25 — Yac BUKOHAHHS CKaIIPHOTO
100yTKY Ha mpornecopi Intel Core i7-10850H

(y MimicekyH/IaX, ycepeaHeHo)

12



mean time for div
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PrcyHok 3.29 — ITOpiBHSIBHI pe3yIbTaTH BHKOHAHHSA Omeparii
JI7TeHHS MaTpHUIli Ha CKaJldp Ha Pi3HHX 00YIICIIOBAJIBHIIX
TIPHCTPOSIX (YcepenHeHO 3a 10 3amycKiB)

mean time for sum_coef

—e— GPU Geforce 940

= GPU RTX 3080

—e— GPU P100

~e— 4 cores of CPU (i5)
«— 8 cores of CPU (i5)

—=— 12 cores of CPU (i7)

600

100

0 2000 4000 6000 8000
PrcyHok 3.31 — ITopiBHSIBHI pe3yIbTaTil BUKOHAHHA OIeparii
JI0JaBaHHA MaTpHIIb 3 KoediieHToM (KA + B) Ha pi3HHX

00YICTIOBATBHIX IPUCTPOAX (YcepenHeHo 3a 10 3amycKiB)

mean time for sum

500

300

200

0 2000 4000 6000 8000
PrcyHok 3.30 — ITopiBHAIBHI pe3yIbTaT BHKOHAHHS
omeparii 1oJaBaHHA MaTPUIb Ha Pi3HHX OOUHCIIOBATBHIX

TIPHCTPOSIX (ycepeaHeHo 3a 10 3amycKiB)

mean time for vec

0 10M 20M 0M 40M S0M 60M 70M soM

PrcyHoK 3.32 — ITopiBHSIBHI pe3yIbTaTi BUKOHAHHA OIlepalii
CKaJLIPHOTO JOOYTKY BEKTOPIB Ha Pi3HUX 0OUHCIIOBATBHIX

TIPHCTPOSIX (ycepeaHeHo 3a 10 3amycKiB)

—e— GPU Geforce 940

e GPU RTX 3080

—e— GPU P100

—e— 4 cores of CPU (i5)
8 cores of CPU (iS

—=— 12 cores of CPU (i7)

—e— GPU Geforce 940
~—e— GPU RTX 3080
—e— GPU P100
~e— 4 cores of CPU

*— 8 cores of CPU
~e— 12 cores of CPU

13



Bnane obcary AaHWX, KiIbKOCTI MOTOKIB |

TUNY 33434 Ha NPOAYKTUBHICTb
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Pucynok 3.34 — Pe3ynsTaTti MOpIiBHAHHS XapaKTSPHCTHK

rpadignux nponecopie Nvidia Tesla T4 Ta GeForce otrows
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BNCHOBKMW

*Y pe3ynbTari BHKOHAHHS KBamidikaiiitHoi podoTi Oyito BcebIuHO TOCITIHKEHO apXiTeKTypy, IporpamMHi 3aco0u Ta
nponyktuBHicTE GPU y 3aagax 3araasHOTO pH3HAUYEHHSI.

IIpoananizoBano epomtomito GPU — Bix rpadgiuyHIX MpHCKOPIOBAUIB 0 MOTYKHUX YHIBEPCATbHHX
00UHCITIOBAILHUX TUIATHOPM.

[TopiBusuipauit anamiz CPU 1 GPU BusiBUB KIII040B1 apXiTEeKTYpHI Ta (GYHKIIIOHAJIBHI BIIMIHHOCTI, IO BILTUBAIOTH
Ha e(DeKTHBHICTH HapaeIbHIX OOYHCIICHE.

*PosmgayTo cydacHi matdopmu nporpamysadHa GPU (CUDA, OpenCL) Ta 010/110TeKH IPUCKOPEHHS, AK1
3HAUHO CIIPOIIYIOTH peai3allilo BHCOKOIPOIYKTHBHIX OOUHCIIEHb.

*ExciepuMeHTanbHI JOCTIKeHHS mATBepann 3Hauny nepeBary GPU mag CPU y 3amagax 13 BHCOKHM piBHEM
TapajelizMy Ta BETHKOIO KUTBKICTIO OOYNCIICHB.

*3arpomnoOHOBAaHO TIPAaKTUYHI PEKOMEH IAIIIT IOA0 JoIlinsHoro BuKoprucTtands GPU 3anexHo Bif THIY 3a7a4l Ta ii
00UHCITIOBaIEHOTO TIPOQIITIO.
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